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Abstract

Twenty years ago, Appenzeller et al. challenged the ”rule of thumb” for buffer sizing, B = RTT × C.
The old rule of thumb had long been taken for granted; to some controversy, Appenzeller et al. proposed
the inclusion of a denominator, coming to a new theoretical bound on buffer sizing dependent on the
number of input flows B = RTT ×C/

√
n. We seek to not only reproduce the trends shown in the ”Sizing

Router Buffers” paper, but additionally create visualization tools that allow for better interpretability,
demonstration, and communication of networks results. We contribute easy visualization tools that
are both in-situ rendering, allowing for fast iteration and visualization, and ex-situ rendering, allowing
for detailed and beautiful results. Ideally, this allows students and researchers to detect problems in
the system, find interesting network characteristics or coupled events, and interpret the results of their
experiments.

1. Introduction

Buffers play a central role in switch performance.
Not only do they store packets for outgoing flows,
allowing incoming flows to send information burstily
without dropping, but they also determine the rate
of information sent by the input links. This is due
to the fact that input flows use dropped packets as
a metric of moderating their flow speeds. Buffers
of different sizes allow varying degrees of packet
buildup before communicating, through a dropped
packet, that a link needs to slow it’s rate of data
transmission. Because of this, varying buffer size
for a switch can drastically change the switch’s per-
formance.

Given the importance of buffer sizing in switch
performance, it seems reasonable that there would
be a healthy academic discussion over how to vary
buffer size that has grown and evolved over time.
Instead, the academic community more or less set-
tled on the conclusion of Villamizar and Song’s
1994 paper on High performance TCP in ANSNET
[3], which set a rule of thumb that any buffer, B,
should be sized according to

B = RTT × C

where RTT is the average round-trip time of a flow
passing across the link, and C is the data rate of
the link.

It wasn’t until Appenzeller’s 2004 paper, Sizing
Router Buffers [1] that this conclusion was chal-
lenged. Appenzeller showed both in theory and

in practice, using a network of real routers, that
buffers sized with the equation

B = RTT × C/
√
n

where n describes the number of input flows to
the switch. This advancement in the understand-
ing of optimal buffer sizing, almost ten years later,
not only increased performance in the switches that
adapted, but also showed a need for a better method
of discovering which assumptions in the field needed
further investigation.

In our project, we seek to not only replicate
some results from ”Sizing Router Buffers”, but also
build a tool for networking researchers to visual-
ize and increase the interpretability of their experi-
ments and results, a framework we refer to as visual
tracing. We use the Appenzeller paper to contex-
tualize and motivate visual tracing, but design a
general system that can be applied to a wide range
of networking experiments and topologies. We do
not claim to completely solve the interpretability
problem, but rather to introduce a new method
for visualizing and interacting with traces. We be-
lieve that this is the first step in integrating visual
tools in research and education about networking
concepts.

To this end, our contributions are the following:

• The .VTR file type, which contains time-
linear, packet-centric logs of events taking
place during the duration of an experimental
run.



Figure 1: This graph taken from ”Sizing Router
Buffers”, sumamrizes the results from Appenzeller et
al’s experiments for better rules of thumb when choos-
ing buffer queue sizes. The graph shows the. minimum
buffer to achieve certain link utilizations; experiments
are shown as dots, while the proposed rules of thumb
are shown as dashed lines. Notice how the experiments
are roughly bounded by Appenzeller et al’s proposed
RTT * X / sqrt(x), where x is the number of flows.

• A visual tracer to write .VTR files, built on
top of NS-3’s familiar logging mechanisms to
compile and organize information and events
that are necessary for visualization.

• Visual interpretation of collected data through
a) real-time in-situ rendering of packet events,
e.g., enqueues, drops, and b) ex-situ non-
real-time rendered visualization of specific time
ranges.

2. Method

2.1. Replication of ”Sizing Router Buffers”

In order to replicate Figure 10 from Appenzeller
et al., shown in 1, we set up a network topology
in which N sender hosts are connected to a single
bottleneck link with a TCP flow. The bottleneck
link has a bandwidth of 75Mbps and RTT of 10ms.
The number of input flows is a configurable param-
eter, as is the buffer size on the bottleneck link.

The next step is, for a select number of flows,
to perform a sweep across several possible buffer
sizes. For each sample in the sweep, we record the
minimum buffer size required to reach 95 percent of
the maximum link utilization. We approximate the
maximum link utilization c as the link utilization
recorded in simulation of a buffer sized to RTT x
C, the bandwidth delay product.

While we did not have the resources to com-
plete the same number of runs and sweeps as Ap-
penzeller et al, our larger goal was to replicate the
trends shown in Figure 10, e.g., that experimental
results indicate that scaling the bandwidth delay
product by the sqrt of the number of flows is ulti-
mately a more performant buffer size than the old
rule of thumb RTT x C. To this end, we used the

following number of flows 2, 4, 25, 36, 100 tested
against several candidate buffer sizes. Our results
show a trend that is approximately bounded by
Appenzeller’s theoretical limit.

Figure 2: In-situ visualization of 100 sender hosts
sending TCP flows to a small buffer (top) vs a large
buffer (bottom). Even at these larger scales, visual
tracing produces an intuitive and concise view to com-
pare the behavior of the two simulation runs.

2.2. VTR File Type

In order to implement visual logging in ns3, we cre-
ated a new file type to extend ns3’s current trace
files. We call this new tracing mechanism “visual
tracing”, and create a new .vtr file type to com-
municate this information. A .vtr file contains a
time-linear, packet-centric logging of events that
take place during the duration of an experiment.
The header contains the following metadata

• Buffer Size

• Congestion Window Size

• Number of Flows

Each newline-delimited line in the file is an event
that can be associated with a frame of graphics
data, and contains the following pieces of data:

• Timestep at which event occurs

• Packet ID associated with the event (or a 0,
in the case of a CWND event)

• The Event Name, e.g., SEND, ENTER, LEAVE,
RECEIVE, DROP, REPORT-CWND.

• Parameters associated with the event.

Additional parameters are associated with the
specific event itself: a send event requires the flow
ID of the packet sender and the packet receiver.
A REPORT-CWND event requires the actual
CWND value. While in our experimental topology,
the packet receiver is always the bottleneck link,
although .vtr’s generalized design is extensible to
many different to topologies and contexts.

2



Figure 3: A slice of an example .vtr file

2.3. Visual Logging

Our logging module is built on top of the ns3 trac-
ing features. ns-3’s trace logging can produce gran-
ular recording of packet information, e.g., drops,
receives, enqueues, and dequeues, and coarser-grained
recording of more global statistics, e.g., cwnd sizes
and queue sizes. However, every trace in ns-3 re-
quires a different file handle, producing a small zoo
of output files per simulation. The next step, af-
ter collecting the traces, is to compile them into
the .vtr format using our vtr-writer module. The
scripts in the module efficiently extract the rel-
evant fields described above from the ns3 trace
files and organizes events by metadata, timestamp,
packet ID, etc. Tracking a packet’s information
through the separate enqueue, dequeue, and drop
traces proved to be more challenging than origi-
nally assumed. While packet IDs are unique across
events, they are not unique across a) separate flows,
and b) IP fragmentation processes. Having a com-
pletely unique identifier for each packet is vital to
tracking it’s behavior across events such as its po-
sition . To this end, we landed on the following
unique ID for each packet after several iterations:
<per-flow packetID> <senderIP> <fragment index>.

This format is ideal for visualizations, which
are based on an object-oriented system that uses
the timeline in conjunction with the packet id to
construct a series of events. Instead of using a
time-centric system, which moves linearly through
the timeline to reconstruct events, we read the .vtr
file as packet-centric. By doing this, we are us-
ing computational power only when an element of
the simulation moves. Using this methodology, we
parse the .vtr file into ”Event” objects that con-
tain the associated packet, sender, receiver, and
time of event. We then loop through all events,
moving the relevant packet to the correct location
at the given time.

2.4. Visual Interpretation

2.4.1. Ex-situ vs in-situ visualization

We created two separate systems to visualize the
information stored in .vtr files: an in-situ visual-
ization built with Javascript that is effectively real-
time, and an ex-situ visualization built on top of
the 3D software, Blender, that can run as a post-
process for more visually appealing, detailed inter-
pretations.

Figure 4: In-situ visualization, as shown on the left,
is common in game design, since scenes must be ren-
dered in ”real time” to account for a spectrum of pos-
sibilities in game play. This type of visualization is
faster, and can be iterated quickly and easily. Ex-
situ visualization, as shown on the right, is often used
for production-quality film, and is often rendered on a
scale of hours to days. This type of visualization of-
fers a polished finished product and is visually more
detailed.

Both systems are useful for different purposes
(see Figure 4). The in-situ visualizations require
less wait time for visualizations; results of experi-
ments can be seen as soon as the simulation com-
pletes. Researchers can scrub through an entire
simulation very quickly to find interesting events
and promising patterns, and receive quicker feed-
back when steering simulations, e.g., choosing and
tuning input parameters like buffer size. On the
other hand, once an interesting event is found, ex-
situ visualization allows us to create more impres-
sively rendered interpretations that are more help-
ful for a) communication of results and b) educa-
tional purposes. In summary, in-situ visualization
enables demonstration of results while ex-situ vi-
sualization enables communication of results.

Regardless, both visualization modules begin
by parsing a .vtr file and filling a timeline with
events.

2.4.2. Ex-situ visualization

The ex-situ visualization is realized through a sim-
ulation in the 3D graphics tool, Blender [2]. We
chose this tool because of its versatility, its imple-
mentation of the entire 3d pipeline, and it’s com-
patibility with python scripting. The ex-situ visu-
alization process included three major steps. First,
we had to move from the .vtr file to an internal
class structure that held components for packets,
events, the buffer cells, and the scene. Once the
information was populated, the simulator ran over
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Figure 5: Example of ex-situ rendered visualization

all events and added 3D objects to the scene at
the right place in the timeline. Here, we repre-
sented links as pipes that either output or input
packets, which are represented as cubes with col-
ors corresponding to the sending link. The buffer
is represented as a metal plate with neon signs be-
hind it signifying if it was full (”SLOW”) or solicit-
ing more packets (”FASTER!”). When the buffer
is full, and a packet drops, the dropped packet is
represented as a sphere with ”DROP!” printed on
it, which returns to the sending link. Over time, as
the CWND of the various links change, the size of
the corresponding pipes is changed to represent the
speed at which the links are able to send packets.

Figure 6: In-situ visualization of 100 sender hosts
sending TCP flows to a small buffer (top) vs a large
buffer (bottom). Even at these larger scales, visual
tracing produces an intuitive and concise view to com-
pare the behavior of the two simulation runs.

2.4.3. In-situ visualization

The in-situ visualizer reads .VTR files in to a Javascript
/ HTML module that can be spun up on a lo-
cal webserver. The 2D visualizer is not meant to
produce the most visually impressive results, but
rather show results in real-time. The ideal use-case
is for a researcher a) scrubbing through the events
in their simulation to find interesting phenomena
or characteristics that warrant further investiga-
tion, b) choosing the parameters for their next
sweep or simulation run, e.g., simulation steering,
or c) comparing several simulation runs at a birds-
eye view.

The buffer is represented with a rectangle in the
middle of the screen, and sender hosts are laid out
in a vertical array on the left of the screen. Each
host and its packets are assigned a random color;
packets enter the buffer at timesteps read straight
from the VTR file. The visualizer animates in real-
time the packets flowing from senders through the
buffer. The packet behavior in the queue replicates
their behavior in simulation: packets are processed
in a FIFO format, and when a packet exits the
queue, the packets behind it are shifted forward.
Packet drops are shown as packets ”falling” out of
the buffer and changing color to red. The anima-
tion can be slowed up or sped down via a slider,
which adjusts the Frames-Per-Second of the ani-
mation. A sliding graph on the top-right corner
shows the CWND as it changes over time.

Figure 7: In-situ visualization of five sender hosts
sending TCP flows to a large buffer. From this view
(top), one can see how bufferbloat has slowed down the
rate that packets move through the queue. When the
buffer is full (bottom), the incoming packet, shown in
red, is dropped.
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3. Results

3.1. Replicating ”Sizing Router Buffers”

Our results from the replication portion of the project
match the trends reported in Figure 10 of Appen-
zeller et al. The buffer size required to reach a 95
percent link rate degrades approximately with the
bandwidth-delay product over the square root of
the number of flows. Figure 10 showed results on
98 percent utilization; because we were limited by
time and the number of sweeps we could run, we
tried a 95 percent limit and a 98 percent limit , the
latter of which was shown in the original paper’s
experimentation. Our results are shown in Figure
2, and match the trends described in the original
”Sizing Router Buffers” paper.

Figure 8: The larger buffer accepts many packets
before dropping one, which allows the CWNDs to ex-
pand, and more packets to accumulate in the buffer.
The smaller buffer drops a lot of packets immediately
due to less room, which keeps the CWNDs small, and
slows down the rate of sending. The RTT can be visu-
alized in the packets getting shorter as they approach
the outgoing link in the first image, whereas they are
full height when leaving the buffer in the second.

3.2. Visualizations

The resultant visualizations clearly show multiple
artifacts of buffer bloat, as well as accomplishing
our goal of demonstrating many different measur-
able qualities, such as packet drops, CWND, and
buffer fullness, in one visual result. In both simula-
tions, the smaller buffer sizes showed packets in the

queue for less time and smaller CWND sizes. More
importantly, however, by showing the animated
process in one video, the visualizations clearly and
intuitively displayed why the larger buffer sizes
lead to longer RTTs. This is useful, not only as
a tool for research exploration into buffer size, but
also as an educational tool to explain simple net-
working concepts.

We include screenshots from our in-situ and ex-
situ visualizations, which we showed as animations
in our presentation. Please see the included figures
and images: Figure 6, Figure 7, and Figure 8

4. Discussion

4.1. Challenges

Many of the challenges we faced with visual tracing
involved addressing parameters or fields that were
difficult to visualize. For example, what would
be the best physical interpretation of CWND? We
needed to find a way to show the changing param-
eter without adding visual clutter or interfering
with the visualizations of packet events, while also
making it clear when and why CWND was chang-
ing. In addition, many of the fields in the experi-
ments were rates, which are inherently difficult to
translate to a visualization: how can we represent
dynamic rates as objects? While we have made
design choices to this end, e.g., visualizing CWND
through the width of an input flow tube, we do
not claim to have landed on the right answer, and
no doubt further discussion and experimentation
would help us further refine what and how we are
visualizing different fields. Another challenge was
timescales. Packet events occur on much smaller
scales than typical framerates; we recorded packet
timestamps of a packet enqueue and subsequent
dequeue that differed by perhaps 1/100000th of
a second. Meanwhile, one frame of a video typ-
ically comprises 0.04 seconds of wall clock time.
Ex-situ visualization of, say, 60 seconds of simu-
lation time would comprise several hours of video.
For our demonstration during the presentation, we
thus decided to show events occurring within 0.01
seconds of simulation wall clock time.

4.2. Insights

We worked on the two subcomponents of the project:
1) set-up and replication of ”Sizing Router Buffers”,
and 2) visual tracing. Interestingly, we found that
the visualizations produced by the visual inter-
preters helped us find bugs in our network sim-
ulations, e.g., incorrect number of flows or delay
parameters. It also helped us ”steer” the simula-
tor when reproducing Figure 10 of ”Sizing Router
Buffers”, which involved finding the minimum buffer

5



size to produce a threshold percentage link utiliza-
tion for a given number of flows. As discussed
earlier, we started by sweeping over several can-
didate buffer sizes for a specific number of flows.
We found the visualizations helpful to refine our
sweep and sample the next set of buffer sizes to
test. We believe that the visualizations were in-
deed helpful for elucidating, debugging, and inter-
preting our simulations.

4.3. Conclusion

The goal of this project was to add interpretabil-
ity to data dumped by networks research exper-
iments through visualizations, contextualized on
simulated experiments described in “Sizing Router
Buffers”. Along the way, we reproduced some re-
sults found in the Appenzeller paper. We intro-
duced a file type specific to visual interpretation of
NS-3 logs, created a visual tracing module to con-
vert NS-3 traces to our proposed file type, and im-
plemented two visualization frameworks to demon-
strate our results both in-situ and ex-situ.
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