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1 INTRODUCTION
Congestion control algorithms are typically implemented
within the OS kernel. While this is a natural place for the
algorithms to reside, it has several disadvantages. Firstly,
algorithms implemented in the kernel are unable to use ad-
vanced techniques such as signal processing, machine learn-
ing, and statistical analysis as they lack access to the requisite
libraries. This makes it impossible to use many modern con-
gestion control algorithms which rely on these techniques.
Secondly, implementing congestion control in the kernel is
difficult to do correctly as opposed to in user-space, as seen
by the fact that kernel-space congestion control has seen lim-
ited experimentation and innovation compared to user-space
protocols such as QUIC. Finally, the kernel implementation
of TCP congestion control does not allow sharing of state
across multiple dataflows, making it impossible to implement
a global or shared state congestion control algorithm.

Narayan et. al [7] introduced the Congestion Control Plane
(CCP) in 2018 as a solution to these problems. CCP separates
congestion control implementations from the datapath and
places the congestion control portion in user-space. An in-
terface is introduced to transfer congestion signals such as
RTT and ECN from the datapath to CCP, making it possi-
ble for a CCP algorithm to work against any datapath that
supports the defined communication interface. CCP algo-
rithms respond to these signals with decisions on whether
to transfer data or not, thereby controlling congestion in
the network. As CCP is located in a different address space
than the datapath, IPC mechanisms such as Unix sockets
are used to communicate between the two spaces. CCP en-
ables a richer space of algorithm design through user-level
libraries, makes new algorithms easier to implement, and
allows development and use of a single algorithm across any
number of datapaths which support the CCP communication
interface (i.e., “write once, run anywhere”).
After designing and implementing CCP, Narayan et. al

conducted several experiments to test and improve its perfor-
mance. The paper demonstrated that CCP implementations
of common congestion control algorithms have comparable
performance and high fidelity to their kernel counterparts for
small and large flows, with a CPU overhead of only a few per-
cent in the worst case. Our goal in this report is to reproduce

the findings from the paper, specifically around performance
and fidelity of common algorithms implemented in CCP ver-
sus the Linux kernel. These findings correspond to Figure 9,
Figure 10, and Figure 11 from the original paper.
In sum, we were able to successfully reproduce the find-

ings from the original paper. However, the setup and ex-
perimentation was not without difficulty. In the course of
reproducing the paper, we discovered several issues with the
reproduction tooling provided by the authors. We also dis-
covered an accidental experiment mislabeling in the original
paper. Through frequent communications with the authors,
we were able to solve these issues and correct the original
artifacts. Ultimately, our findings confirmed that CCP has
high fidelity with and delivers similar performance to native
kernel congestion control algorithms.

2 PRIORWORK
There is a rich set of prior work on rethinking how con-
gestion control is done besides the traditional native kernel
implementations that have been the status quo since the
early beginnings of the Internet.
The Congestion Manager (CM [1]) is a system that com-

bines decision-making about individual flows in the kernel
into an aggregate controller that can better manage con-
gestion information across flows and govern transmissions
to avoid congestion collapse. CCP also supports aggregate
congestion control, but goes further than CM by allowing
for non-kernel datapaths and custom congestion control al-
gorithms. eBPF [11] and the Linux pluggable TCP API [2]
both give developers more freedom in adapting native ker-
nel congestion control to their needs. With eBPF, developers
can define programs that safely run in the kernel to cus-
tomize TCP connection settings such as the TCP buffer size.
With the Linux pluggable API, developers can modify con-
gestion control variables such as congestion window and
re-transmission timeout through an exposed interface to
user-space. Both of these applications are complementary to
the goals of CCP. The Linux pluggable API is used to imple-
ment datapath support for CCP, and eBPF could be used by
CCP as an alternate way to implement TCP control for the
Linux kernel datapath. Although the idea of moving kernel
functionality into user-space is nothing new, CCP is unique
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in that it only exposes congestion control information, and
is also agnostic to the underlying datapath.

Regarding prior work on validation of the fidelity and per-
formance promises of user-space congestion control, Rosendahl
et al. [9] also reproduced portions of the paper by Narayan
et al., with a focus on fidelity and multi-flow throughput and
CPU utilization at scale. Our reproduction work overlaps
on the fidelity aspect, with a greater focus on the perfor-
mance metrics of CCP compared to native kernel congestion
control (e.g., reproducing a distribution of flow completion
times comparing CCP and the Linux kernel - Figure 11 of
the original paper).

3 EXPERIMENTAL SETUP
Our experimental setup and methodology are based on the
artifacts provided by the authors in their paper, which are
available on GitHub [6]. Mahimahi [8], a network emulator,
is used to run all the experiments and take measurements.
The authors provide their implementation of CCP and imple-
mentations of the Cubic and Reno algorithms in CCP. The
Linux kernel provides the kernel implementations of these
same algorithms as the base case. In addition to the CCP
implementation, the authors provide scripts to reproduce
the exact figures in the paper.
A virtual machine to be run through Vagrant [4] is also

provided. However, early experimentation showed the virtu-
alized environment significantly limited the resources avail-
able to the emulator and impacted our reproduction. An
Amazon Web Services (AWS) virtual machine had similar
limitations. After consulting with the authors and our course
advisors, we moved to an AWS bare-metal instance with with
four cores and 64GB of memory, identical to what was used
in the paper. This environment was used all of the results
described in this paper. Also at the authors’ recommenda-
tion, we used Linux kernel 5.4.0 to access a feature that made
reproductions easier.
As we attempted to reproduce the paper, we discovered

some mechanical errors (incorrect dependencies, broken
links, etc.) that prevented the artifacts from running "out
of the box". We addressed these deficiencies and contributed
a pull request to the git repository [3] which was accepted
by the authors. In response to our reproduction attempts
and communication, the authors also discovered a bug in the
artifacts and submitted a fix to the repository [5].

4 RESULTS
4.1 Fidelity
Figure 9 from Narayan et al. looks at the fidelity of the Cubic
congestion control algorithm in CCP to Cubic in the Linux
kernel. The experiment compares the congestion window

Figure 1: Top: Figure 9 from the original paper
Bottom: Reproduction of Figure 9

update decisions over time on an emulated 96 Mbit/s fixed-
rate Mahimahi link with a 20ms RTT.
In our reproduction, it is easy to observe that the shape

of the congestion window function is significantly different
than the original paper. This could be the result of a slightly
different reproduction environment or randomness from the
emulation environment. However, the material result from
the paper is preserved, as shown in Figure 1. Specifically, it
can be seen through the overlap between the two curves that
the CCP implementation of Cubic and the in-kernel imple-
mentation of Cubic both make similar congestion control
decisions. The curves do appear out-of-sync at a few points,
but we can see they are offset rather than radically different.
This could also be due to simulation randomness between
the CCP and in-kernel experiment.

4.2 Performance
Figure 10 from Narayan et al. compares the throughput and
delay of CCP and native-kernel NewReno and Cubic imple-
mentations across three scenarios: fixed (a fixed 96 Mbit/s
linkwith 20ms RTT), cell (a 20ms RTT link based on a Verizon
LTE trace), and drop (a fixed 96 Mbit/s link with a stochastic
loss function applied).
Careful readers will notice our presentation of Figure 10

from Narayan et al. in Figures 2 and 3 have the labels for
the "fixed" and "cell" scenarios flipped. While reading the
original paper, we observed that the scale of the x-axis for
these scenarios, as presented in the original paper, did not
match the scale of the x-axis generated by the reproduction
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Figure 2: Top: Figure 10(a) from the original paper
Bottom: Reproduction of Figure 10(a)

scripts. We notified the authors of this discrepancy and they
confirmed the labels were inadvertently applied in the paper
submitted to SIGCOMM. A correction to the original paper
has since been submitted by the authors.

Figure 2 shows throughput from the original paper (with
scenario labels corrected) and our reproduction of the same
experiment. Again, the shape of the curve is different but
we do not believe this is relevant to the result of the ex-
perience. Indeed, it can be observed through the minimal
deviation between the CCP and kernel-native curves that
the two systems deliver similar performance across a variety
of scenarios. Specifically, this reinforces the finding from the
paper that congestion control implemented in CCP does in-
troduce any material performance overhead when compared
to the same implementation in the kernel.

Figure 3: Top: Figure 10(b) from the original paper //
Bottom: Reproduction of Figure 10(b)

Figure 3 shows delay from the original paper (with sce-
nario labels corrected) and the associated reproduction. The
results in Figure 3 are similar to the results for throughput

mentioned above with the notable exception of the Cubic
algorithm with the "drop" scenario. In this scenario we can
see CCP performs significantly worse than the kernel-native
algorithm. Despite running the experiment multiple times,
we achieved the same result. This result is peculiar as Reno
for the same "drop" scenario performs comparably in both
the CCP and kernel implementation and CCP Cubic for other
scenarios performs comparably to kernel Cubic. One cause
for this mismatch between the reproduction and original
paper may be a bug in the CCP implementation of Cubic that
manifests only in the drop scenario and that was patched for
the original paper but not in the artifacts provided by the
authors.

Figure 4: Left: Figure 11 from the original paper
Right: Reproduction of Figure 11

Figure 11 from Narayan et al. looks at the performance of
the Reno congestion control algorithm in CCP compared to
Reno in the Linux kernel. The metric by which performance
is measured is flow completion time (FCT). Narayan et al.
use a flow size distribution compiled from CAIDA Internet
traces to ensure a good distribution of small, medium, and
large flows. More details about the experiment can be found
in the original paper. The results show that CCP Reno has
comparable performance, with FCTs 0.02% lower than kernel
Reno in the median, 3% higher in the 75th percentile, and
30% higher in the 95th percentile across all flow sizes.

Our reproduction of Figure 11 and the original can be seen
in Figure 4. In this experiment, curves for all of the small,
medium, and large flows are similar between the original pa-
per and our reproduction. Most importantly, we can observe
again that the performance of the CCP implementation of
Reno and the kernel-native implementation of Reno are sim-
ilar. This demonstrates that algorithms implemented in CCP
can achieve similar performance to kernel-native algorithms
for real-world traffic across a variety of flow sizes.

5 INTERPRETATION
Our reproduction results offer a set of mixed messages. On
the one hand, in all figures, congestion control algorithms
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in CCP perform nearly as well as the same algorithms in
the Linux kernel, with the most closely matching results
occurring in the original Figure 11 on flow completion times.
The big picture takeaway here is that user-space congestion
control is a feasible and promising avenue for future research,
as some of the most important networking metrics (e.g.,
performance and scalability) are not adversely affected by
the move to user-space.

On the other hand, the reproductions are not perfect, and
in many cases deviate from the results in the original paper.
This is most apparent in Figure 10 and especially in the case
of the Cubic-drop experiment measuring delay, in which the
CCP curve lags quite far behind its Linux kernel counterpart.
One takeaway here is that CCP is not a perfect substitute
for native kernel congestion control. Either due to system
randomness, communication overhead, or other system fac-
tors, it would be foolish to claim that CCP Cubic could be
substituted for Linux kernel Cubic in all applications without
any impact on performance. Even if an implementation bug
is responsible for the discrepancy, this would only highlight
the risk present in re-implementing fundamental algorithms
that have been otherwise battle-tested in the kernel. Fur-
ther experimentation may help to address and explain these
discrepancies.

That is not to say that the differences between our repro-
duction results and the original results are entirely the fault
of randomness and bugs in CCP. After many attempts at run-
ning the experiments on different machines and editing the
reproduction scripts to account for various broken and miss-
ing dependencies, we are confident that system environment
changes integrated over time are also responsible. For exam-
ple, TCP connection measurement tools available in Linux
kernel version 4.13 (the version used in the original experi-
ments) were removed in subsequent Linux releases, forcing
us to run the evaluation scripts on a newer Linux kernel ver-
sion (5.4.0). This also meant upgrading many dependencies
such as Mahimahi to their latest releases for compatibility.
We are thus limited in our ability to state our results as true
reproductions of the capabilities of CCP, as our compute
environment (Amazon EC2), server configuration, and de-
pendency network all differed in significant ways from the
original experiment setup.

6 FUTUREWORK
A fruitful avenue of further research in this area, besides
replicating already developed congestion control algorithms
such as Reno or Vegas in CCP, would be to implement new
algorithms using advanced signal processing and machine
learning techniques. These types of algorithms are extremely
difficult or altogether impossible to implement in a kernel
datapath, but they may have performance benefits that have

yet to be fully explored (as indicated by the recent growing in-
terest in using reinforcement learning and neural networks
for congestion control [10]). CCP appears to be the ideal
medium to begin testing some of these ideas due to its sim-
ple interface, low communication overhead, and Rust and
Python libraries. We hope our reproduction results give more
credibility to CCP and motivate other researchers to try it
and integrate it into their ongoing and future projects.
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