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1 INTRODUCTION
Transport-layer protocols are often thoroughly designed and
evaluated before wide deployment because transport-layer
congestion control is important for providing a fair alloca-
tion of resources and efficiently using network resources.
The QUIC protocol was released by Google in 2013 [5] as
a network protocol that runs Transport Layer Security on
top of UDP. The goals of QUIC include reduced connection
startup latency, congestion avoidance support comparable
to TCP, and reduced bandwidth consumption [6]. Since its
initial release by Google, Google services and the Google
Chrome browser began supporting QUIC.
In 2017, the QUIC protocol was still under development

and many changes were being implemented. At that time
Kakhki et al. [4] developed an alternative method for eval-
uating QUIC against other transport-layer protocols. The
method empirically compares TCP and QUIC while also
explains which aspects of QUIC are responsible for these dif-
ferences. To be able to fairly compare QUIC with TCP-based
alternatives Kakhki et al. identified a set of configuration
parameters between clients and servers (e.g. window sizes),
generated network traffic to different servers supporting
QUIC and TCP, and tested using different emulated network
conditions. Kakhki et al. found that in a desktop environ-
ment QUIC performs better than TCP with HTTPS, QUIC
performs worse when packets are delivered out of order, and
QUIC performs better than TCP when there is fluctuating
bandwidth.
Although Kakhki et al. both conducted experiments and

explained their findings, our work focuses on reproducing
their experiments. Kahki et al. used a testbed consisting of
a client, a router running a network emulator, and an EC2
virtual machine for a server. Using the information in the
paper and the paper’s Github repository, we reproduced
the experiments by recreating the testbed in mininet. Using
mininet simplifies the deployment of the client and server
as well as allows us to control various network conditions
such as bandwidth, RTT, and packet loss.

Running similar experiments to Kakhki et al., our results
were not always consistent with the figures they provided.
With our setup, using the latest versions of QUIC and TCP,
we agreed on a few points: there is unfairness between QUIC
and TCP when there is one flow of each and without adding
any additional network conditions (round trip time of 36
ms) and QUIC slightly outperforms TCP when downloading

one object of varying size. However, we also disagreed on
a few points: there is more fairness when running QUIC
with multiple TCP flows and the degree to which QUIC
outperforms TCP when downloading large numbers of small
objects at differing network conditions.

2 RELATEDWORK
Since the publication of Kakhki et al.’s paper [4] in 2017,
many other papers evaluating QUIC also consider the fair-
ness of QUIC vs. TCP. This makes sense as QUIC continues
to increase in popularity and TCP is the de facto transport
layer protocol. Corbel et al.’s paper [2] focuses exclusively
on the impact of QUIC on network fairness by evaluating
the fairness of competing QUIC and TCP flows. Corbel et
al.’s key finding is that the number of TCP connections emu-
lated by a single QUIC connection heavily impacts fairness.
In particular, when a single QUIC connection emulating 𝑁

TCP connections competes with a single TCP connection,
unfairness increases when 𝑁 increases. When a single QUIC
connection emulating 𝑁 TCP connections competes with 𝑁

TCP connections, network fairness is achieved. This contra-
dicts the findings of Kakhki et al. who found that 𝑁 has little
impact on fairness.

In addition to using fairness as a performance metric, com-
paring QUIC and TCP using page load time as the perfor-
mance metric at the time Kakhki et al. published their pa-
per was a common topic. Cook et al.’s paper [1] compared
page load times of websites using HTTP/1.1, HTTP/2, and
HTTP/2 over QUIC under various network conditions. The
two experimental variables considered by Cook et al. were
different values of delays ranging from 0ms to 200ms and
different values of loss ranging from 0% to 20%. Cook et al.
found that with low delay (0ms) TCP outperformed QUIC,
with some delay (100ms) TCP and QUIC performed relatively
similarly with TCP having more vibration, and with high
delay (200ms) QUIC outperformed TCP. They also found that
with no loss TCP and QUIC performed comparatively and as
loss increased, TCP’s performance continued to decrease in
comparison to QUIC. These results contrast somewhat with
the results found in Kakhki et al. (with the caveat that the
experimental variables were different). Given that Cook et
al. did not specify which QUIC version they used and that
the results they found were different than the results found
by Kakhki et al., we thought it would be interesting to re-
produce Kakhki et al.’s experiments (albeit with the latest
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version of QUIC and TCP) to see how QUIC has developed
over the years.

3 EXPERIMENTAL SETUP
Kakhki et al. used two Ubuntu machines, one for the server
and one for the client. Their HTTP/2 server was setup with
Apache2 with the HTTP/2 module and Flask. Their QUIC
server was the toy server included in Chromium. For their
client, they used Chromium browser. Our experiments at-
tempted to mimic theirs but we were under the constraint
of only having one machine to run both the server and the
client. Thus we setup a virtual machine that ran mininet
which allowed us to run our server on one host and our client
on the other host. Our mininet topology was very simple
with only one switch and two hosts. Since Apache2 did not
configure well with mininet, we used a simple http2 server
designed by Google Chrome Labs [3]. For the QUIC server,
we also used the QUIC toy server included in Chromium.
For our client, we also used the Chromium browser. Kakhki
et al. used latest stable versions available in 2017 of QUIC
and Chrome which were 34 and 60 respectively. We used our
latest stable versions of QUIC and Chrome both of which
have been modified and updated since 2017.

Figure 2: Download time of a 10MB image over a
100Mbps link.

Kakhki et al. calibrated their QUIC server to ensure that
the performance of their QUIC server is similar to the perfor-
mance of Google’s QUIC servers. The first two bars of their
Figure 2 show the performance difference between their un-
adjusted server and their adjusted server. We can see that
that without any calibration, the unadjusted QUIC server
measured in their paper takes twice as long to download the
10MB image. In addition, the performance of their adjusted
server closely matches their measurements of Google’s QUIC
server. In order to achieve this performance, Kakhki et al.
increased the maximum allowed congestion window size in
Chromium and found and fixed a bug in QUIC that caused
poor performance because it exited the slow start phase too

early. Kakhki et al. note that prior work had not implemented
these calibration changes and thus could suffer from poor
performance in certain situations.
In order to ensure that the QUIC server from our ex-

perimental setup was properly calibrated, we reproduced
the measurements from Figure 2 in mininet using unmodi-
fied versions of the latest stable versions of Chromium and
Google’s QUIC toy server. Our experimental setup takes
roughly the same amount of time as Kakhki et al.’s adjusted
server. This gives us confidence that our experimental setup
for the QUIC server is similar to Kakhki et al.’s adjusted
server. Upon further investigation of the Chromium source
code and discussion groups, we found that both the calibra-
tion changes mentioned in the paper have been implemented
in the latest stable version of Chromium. The maximum con-
gestion window size has been increased1 2 and the slow start
bug has been fixed3 which explains why our QUIC server
obtains the same performance without any modifications.

4 RESULTS
4.1 Fairness
The first set of results we reproduced measure the fairness
of QUIC. A fair network transport protocol will use its fair
share of network resources such as bandwidth of a bottle-
neck link. Fairness is an important property for transport
protocols like QUIC because there are typically many flows
competing for limited resources and we want to ensure that
all of them are able to perform well. Since TCP is the de
facto network transport protocol and thus the most likely
transport protocol that QUIC will be competing against, it
is reasonable to measure the fairness of QUIC flows when
competing against TCP flows.

Table 4: Average throughput (5 Mbps link, buffer=30
KB, averaged over 10 runs) allocated to QUIC and TCP
flows when competing with each other.

Scenario Flow Avg. throughput (std. dev.)

QUIC vs. TCP QUIC
TCP

2.51 (0.32)
1.95 (0.62)

QUIC vs. TCP (x2)
QUIC
TCP 1
TCP 2

1.48 (0.21)
1.33 (0.19)
1.33 (0.16)

1Incorrect congestion window size: https://source.chromium.org/
chromium/chromium/src/+/52.0.2743.116:net/quic/congestion_control/
send_algorithm_interface.cc;l=23
2Updated maximum congestion window size: https://source.chromium.org/
chromium/chromium/src/+/master:net/third_party/quiche/src/quic/core/
congestion_control/send_algorithm_interface.cc;l=32
3Discussion: https://groups.google.com/a/chromium.org/forum/#!topic/
proto-quic/PyENXwCs1qc
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Figure 4: Timeline measuring unfairness between
QUIC and TCP when transferring data over the same
5 Mbps bottleneck link (RTT=36ms, buffer=30KB).

Overall, our measurements in Table 4 and Figure 4 show
that one QUIC flow is unfair when competing with one TCP
flow but that one QUIC flow is fair when competing with two
TCP flows. This is not the same as the results from the Kakhki
et al. paper which found that QUIC is unfair to TCP flows
in both of the aforementioned situations. In fact, they found
that QUIC is even more unfair to two TCP flows. The paper
explains QUIC’s unfairness bymeasuring the evolution of the
congestion window size for the QUIC and TCP flows (Figure
5) to show that QUIC increases its congestion window size
more aggressively than TCP despite the fact that they both
use the Cubic congestion control algorithm. However, if we
consider the fact QUIC is supposed to have Cubic congestion
control parameters such that that one QUIC connection is
supposed to emulate two TCP connections, then our results
make sense. QUIC’s "2-connection emulation" will cause a
single QUIC connection to be unfair when competing against
a single TCP connection and fair when competing against
two TCP connections.

4.2 Page Load Time
Page load time was the next performance comparison used
to differenciate QUIC and TCP. Kakhki et al. stated in their
paper than they added HTTP directives to avoid caching
content and so for all of our experiments involving page load
time, we also turned off caching. Similarly, between each
experiment, we also closed the mininet server to prevent
side-effects from pre-initialized connections.
Kakhki et al.’s first experiment on page load time was to

compare QUIC with TCP performance for different band-
widths, object sizes and object counts without adding ex-
tra delay or loss. Because our reproduction was hosted on
mininet, we had significantly less RTT without adding extra

Figure 6: QUIC vs. TCP with different bandwidth lim-
its for different object sizes (top) and with different
numbers of objects (bottom). The heatmap color rep-
resents the percent difference between QUIC over
TCP’s page-load time. Positive numbers (green) repre-
sent QUIC outperforming TCP and negative numbers
(pink) represent the opposite.

delay than compared to the RTT of 36ms noted in the paper.
Thus we modified mininet to add 9ms of delay on each link
as there were four links in the round trip path between the
server and the client. Our results, depicted in Figure 6, show
that although QUIC does tend to outperform TCP with dif-
ferent rate limits for different object sizes and with different
numbers of objects, the difference in performance is mini-
mal. For the heatmap showing the performance difference
between QUIC and TCP for different object sizes, our results
are fairly comparable with Kakhki et al.’s results which lead
to an early conclusion that the updates to both QUIC and
TCP since 2017 has not drastically made one better than the
other. However, when looking at the performance difference
between QUIC and TCP for different numbers of objects,
Kakhki et al. concluded that "QUIC outperforms TCP in ev-
ery scenario except in the case of large numbers of small
objects". Our results do not lead to the same conclusion. The
bottom graph in Figure 6 is primarily light green, indicating
that QUIC outperforms TCP in almost all scenarios except for
the single case where the rate limit is 100 Mbps and the ob-
jects on the page are two 500KB objects. Based off of Kakhki
et al.’s explanation of why TCP outperforms QUIC (early exit
from slow start), perhaps we can conclude that the negative
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effects from an early exit have been mitigated since QUIC
version 34.

Figure 8: WITH LOSS: QUIC vs. TCP with different
bandwidth limits and 1% for different object sizes (top)
and with different numbers of objects (bottom)

Kakhki et al.’s next experiment on page load time was to
compare QUIC with TCP performance for different band-
widths, object sizes and object counts with additional loss on
their original setup. We used the same 9ms of delay on each
link that we used to match Kakhki et al.’s setup for Figure
6. The loss added was 1% on each link and so we also set up
the mininet network to include 1% loss on each link. Kakhki
et al. found results with this 1% loss similar to their results
without the additional loss. Our results in Figure 8 - WITH
LOSS, do not depict similar findings to our results without
the additional loss. We found that in about half the scenarios,
TCP outperformed QUIC even if it was only a minor differ-
ence in percentage difference. Additionally, we found that in
contrast to Kakhki et al. finding that TCP outperforms QUIC
in an environment with high rate limit and high numbers
of small objects, QUIC drastically outperforms TCP in that
scenario. From the rationale from the original paper, we can
come to a different conclusion. With the newest versions of
both protocols, the benefits of not having head-of-line block-
ing is more important with large numbers of small objects
but with moderately sized objects, the degree of the positive
impact is reduced.
The final experiment on page load time was to compare

QUICwith TCP performance for different bandwidths, object
sizes and object counts with additional delay. Their setup

Figure 8: WITH DELAY: QUIC vs. TCP with different
bandwidth limits and increased RTT of 112ms for dif-
ferent object sizes (top) and with different numbers of
objects (bottom)

had a round trip time of 112ms and because we had four links
in our mininet setup, we set the links to have a delay of 28ms.
Kakhi et al. found that QUIC outperforms TCP in high delay
environments due to 0-RTT-connection setup in all cases
except for large numbers of small objects. Their figures for
this experiment also matched closely with their figures for
the experiment without any additional loss or delay. In the
reproduction of this experiment, we also found somewhat
similar results as our experiment without an additional loss
or delay (Figure 8 - WITH DELAY). Namely we found that
QUIC outperformed TCP in environments with high latency
most likely due to QUIC’s 0-RTT connection setup.

5 SYSTEM ANALYSIS
One limitation of our system is that we used the mininet
network emulator to model the testbed from the Kakhki et al.
paper which consisted of a client, a router running a network
emulator, and an EC2 virtual machine for a server. While this
allowed us simple deployment and control over the network
conditions, measurements of a network emulator will not be
as realistic as those that use non-emulated infrastructure.
In addition, we decided to use the latest stable versions

of Chromium and QUIC for our measurements instead of
matching the versions used in the paper. While this means
that we did not exactly replicate the experimental setup
of the paper, we thought that this would be a good idea
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because evaluating the latest versions of Chromium and
QUIC should avoid misleading evaluations due to bugs or
calibration issues. In fact, Kakhki et al. explicitly mention
using recent, properly configured QUIC implementations as
a key contribution of their paper.
Finally, one weakness of our replication is that we fo-

cused on empirical evaluations of QUIC that focus on mea-
surable performance instead of investigating what causes
these results. It is much more straightforward to measure
externally visible performance metrics such as page load
time or throughput on the bottleneck link rather than in-
vestigating internal performance metrics such as congestion
window size or the QUIC state machine.

6 FUTUREWORK
If we had more time, we would be interested in continuing
to replicate more of Kakhki et al.’s results with the latest
versions of Chromium and QUIC to see what has changed
and why. In particular, we would be interested in evaluating
QUIC’s performance on mobile clients and with modern
applications such as video streaming. As a modern transport
layer protocol, QUIC should be designed with these clients

and applications in mind and thus should be expected to
perform better than TCP.
Beyond replicating the results from the paper, we would

also interested in evaluatingQUIC’s performance on livestream
applications such as Twitch.While the paper evaluates QUIC’s
performance on traditional video streaming via YouTube
quality of experience metrics, livestreaming is a real time
application with stricter latency requirements.
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