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1 INTRODUCTION
Large datacenters have been at the heart of the increasingly
content-centric internet for the past decade. Many architec-
tures have been proposed, such as fat-tree, BCube (Guo et al
2009), and Jellyfish (Singla et al 2012), a choice which does
not come without tradeoffs. On the one hand, fat-trees are
deterministic, symmetric architectures with constant inter-
server path lengths and minimal room for implementation
errors. Symmetric architectures work well for pre-planned,
fixed-size data centers when the equipment is homogeneous
and known in advance. However, these assumptions break
down once we consider incremental expansion and flexibility
of design as requirements.

Jellyfish attempts to mitigate this problem by following a
quasi-random iterative approach to incrementally add equip-
ment to the network, thus lending itself for expansion in
variable-length increments. Nevertheless, after building the
initial network, and given that edges are not removed once
added (with a very specific exception), it’s still unclearwhether
the process of incrementally expanding Jellyfish maintains
the desired properties of random graphs at scale, such as
short paths, or too heavily depends on the existing network.
Moreover, Jellyfish doesn’t address the problem of homoge-
neous equipment: all switches are assumed to have the same
number of ports, and servers only have 1 port, i.e. sit at the
edge of the network.
In this paper, we reproduce the main findings of Scafida:

A Scale-Free Network Inspired Data Center Architecture. The
paper proposes and evaluates Scafida, a datacenter topology
that breaks the symmetry traditionally found in state-of-
the-art architectures, while allowing for arbitrary numbers
of heterogenous equipment in the network and involving
servers with more than one port in the routing process. The
Scafida topology is inspired by scale-free networks (e.g. or-
dinary Barabasi-Albert topology), and attempts to exploit
all the desirable properties that come along, namely short
paths and high fault tolerance (path redundancy.) However,
it imposes the additional constraint of limiting the degrees of
nodes in the network, since neither switches nor servers can
have arbitrary numbers of ports in practice. The original pa-
per finds that such degree constraints have little negative ef-
fect on the resulting topology, and that Scafida has favorable
properties, such as low mean path lengths, high throughput,
and fault tolerance in the face of significant failures, all of

which are comparable to state-of-the-art topologies, despite
its asymmetric structure.

Our reproduction starts with understanding the ordinary
Barabasi-Albert scale-free network, and implementing the
Scafida variation to limit node degrees and parametrize for
heterogeneous equipment; as in the Scafida paper, nodes are
added in the network prior to being designated as switches
or servers. The iterative process with some backtracking is
inherently slow, and the significant number of data struc-
tures involved in tracking the growing network increases the
complexity and runtime of the implementation. Standard al-
gorithms are ran on the generated topology to compute mean
path lengths, bisection bandwidth, and amount of disjoint
paths, and the process repeats so that the results presented
are averaged over many simulations.
Finally, we compare Scafida with other state-of-the-art

topologies, and discuss limiting factors in terms of both its
implementation and practicality. In reproducing the original
paper’s results, we find that the degree-limited approach of
Scafida maintains, to some extent, some of the desired prop-
erties of scale-free networks. However, we fail to reproduce
the high failure tolerance numbers of the original paper; we
discuss our findings in section 4. Although the authors claim
that with 20% of switches failing there still exist two disjoint
paths between 90% of server pairs, we find this number to
be closer to 70%.

2 THE ALGORITHM
Several algorithms exist for generating scale-free networks,
i.e. networks whose degree distribution asymptotically ap-
proaches a power law. One such method is the Barabasi
and Albert approach, which generates random scale-free
networks using the preferential attachment principle. Pref-
erential attachment refers to the iterative way in which the
algorithm constructs the topology; nodes are added one at
a time, and attached probabilistically to an existing node.
The probability of attachment is directly proportional to the
current degree of the node; as a result, high-degree nodes
are preferred in the attachment process, hence the name of
the principle.

Scafida attempts to exploit several favorable properties of
the scale-free network approach by tailoring the algorithm
to datacenter topology generation, i.e. making it practical
by limiting the degree of network equipment and allowing

1



SIGCOMM’18, August 21-23, 2018, Budapest, Hungary Stylianos Rousoglou

for heterogenous hardware requirements. The inputs to the
algorithm are the number and degree of servers; the number
of switches of each type; the number of ports of each switch
type; and the parameter m, which controls the number of
nodes each new node is attached to upon addition to the
network, typically set to a small value. In this paper, as well
as in the original,m is 2. Because the number of ports of each
server is also assumed to always be 2 (by the original paper,
an assumption which we maintain), each server added to the
network is only attached to switches (since after attachment
to two ports, the server has no more free ports.)

The iterative addition process works as follows. The total
number of nodes, switches plus servers, is computed in the
beginning, and the iterative algorithm terminates when the
network has reached its node capacity. Importantly, each
node added to the network does not acquire a role, that of
a server or switch, until the entire topology has been gener-
ated. This is directly related to the desired flexibility of the
topology generation method. Because commodity switches
typically have 4, 8, 16, 24, or 48 ports, Scafida should ide-
ally handle switches with different, arbitrary port limits. To
achieve this, the algorithm greedily assigns roles to network
nodes depending on their degree as determined by pref-
erential attachment. Specifically, each time a new edge is
about to be added using preferential attachment, the adja-
cent nodes are (temporarily) assumed to be of the smallest
(lower degree) equipment type that can sustain their cur-
rent degree; the edge is then added only if the specific type
of equipment is still available. In short, equipment types
are allocated to network nodes greedily, starting from the
higher-degree switches, until those fill up, to lower degree
equipment. When the algorithm terminates, nodes with de-
gree equal to 2 become servers, while the rest are allocated
to the smallest available switch that can accommodate their
degree.

3 EXPERIMENTS & RESULTS
We implemented the Scafida algorithm, as well as the post-
processing and plotting functionality, in Python 3.6.0, using
the Matplotlib, Networkx, Numpy, and Random packages,
as well as Jupyter Notebook for ease of development. We
also used Networkx’s implementation of the Barabasi-Albert
algorithm to generate true scale-free networks, where we
assigned server and switch roles based on the degree of each
node.
Figure 1a shows a Barabasi-Albert scale-free network of

100 nodes without degree limitation; figure 1b plots a Scafida
topology with the same number of nodes, of which 60 are
servers; 10 are switches of degree 4; 10 are switches of degree
8; and 20 are switches of degree 16. The random, asymmetric
nature of the Barabasi-Albert and Scafida topologies is clearly

depicted; moreover, notice that figure 1a seems to have a
small number of very high degree nodes, which is expected
from a network that follows a power law distribution with no
degree limitations. Figure 1b limits the degree of individual
switches, and as such there do not exist arbitrarily high-
degree nodes.

(a)

(b)

Figure 1: (a) Barabasi-Albert scale-free network w/ 100
nodes, w/o degree limitations (b) Scafida topology w/
100 nodes, and [10, 20, 10] switches of [4, 8, 16] ports

3.1 Path Lengths
We construct topologies using the Scafida algorithm, im-
posing uniform degree limitations to all switches. For each
degree limit (port number) in {8, 16, 24, 48, NL}, NL stand-
ing for no limit, we obtain the average shortest path length
between all server pairs, i.e. the ratio of the sum of shortest
path lengths to number of server pairs. Figure 2 shows a
reproduction of figure 4a for various numbers of network
nodes. The presented values are averaged over 50 topologies
generated with the Scafida algorithm, and the value of m
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(a)

(b)

Figure 2: (a) Original Scafidapaper average path length
distribution over 50 simulations. (b) Reproduced fig-
ure of average path length distribution.

(degree of servers) is set to 2, which implies servers may be
involved in the routing process. The original figure is pre-
sented along with the reproduced figure; it’s apparent that
they resemble each other closely, which suggests the Scafida
re-implementation is successful. Observe that the average
length of paths increases moderately with the number of
nodes in the topology (for a given port number) due to the
constrained degrees; in most cases, however, the increment
is less than one full hop.

3.2 Throughput
The performance of communication-intensive applications
relies heavily on the absence of bottlenecks in the topology.
To quantify throughput, we explore the bisection bandwidth
capabilities of the degree-constrained network in a realiza-
tion with 5000 nodes. We assume that the links have uniform

(a)

(b)

Figure 3: (a) Original paper CDF of bisection band-
widths on 5000-node topology over 200 random parti-
tions of servers. (b) ReproducedCDFof bisection band-
widths.

capacity, and that servers and switches alike have arbitrary
throughput capability, i.e. do not constraint data flow. Since
the network is too large for solving the minimum weight
partition problem exactly, we instead use sampling. Specif-
ically, we randomly partition the servers and switches in
half, 200 times in total, after which the edge cut between
the two sides of the network is computed. We then plot the
cumulative distribution function of bisection bandwidths,
i.e. edge cuts, in order to reproduce figure 4b of the original
paper. Figure 3 presents the reproduced CDF function. The
(amount of) degree limitation does not seem to affect the bi-
section bandwidth of the explored topologies, with all CDFs,
including the one for the true scale-free network without
degree limitations, roughly overlapping with each other.
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(a)

Figure 4: (a) Original failure tolerance figure, showing
percentage of server pairs connected by zero, one, and
two disjoint paths, after a percentage of switches fail.
(b) Reproduced error tolerance figure.

3.3 Failure Tolerance
Finally, we explore the tolerance to failure of the Scafida
topology, and quantify the impact of constraining degree on
the resilience of the architecture, using the same extreme
cases as the original paper; namely, an unconstrained (true)
scale-free network, as well as a Scafida topology with a de-
gree limit of 8. In increments of five percent, from 0 and
up to 20, we randomly remove switches and their adjacent
edges from the network to mimic random switch failure in
the datacenter. We then sample 4000 server pairs, selected
uniformly at random, and compute the number of disjoint
paths between them; since servers have a degree of 2, the
maximum number of disjoint paths is also 2. Figure 4 plots a
reproduction of the error tolerance experiments presented
in the original paper’s figure 5. The adjacent plots show the
percentage of server pairs, connected by zero, one, and two
disjoint paths, respectively, for various fractions of randomly
failed switches.

4 DISCUSSION & LIMITATIONS
First, let’s consider the similarities, or lack thereof, of Scafida-
generated topologies with other state-of-the-art network ar-
chitectures. Figure 2 shows the average shortest path length
in topologies with different network sizes, averaged over
50 simulations. Irrespective of the number of nodes in the
network, constraining the degree increases average path
lengths slightly, but usually less that 0.5 hops. As expected,
for a given size, lower degree limitations result to slight
increases in average path length. Although these measure-
ments suggest that Scafida topologies result in shorter paths
than other architectures, e.g. fat-trees, and shorter paths gen-
erally result to lower communication latency, it’s not clear
how much difference a one-hop increase in average path
length makes in practice. We should therefore consider this
statistic in conjunction with the trade-offs of a scale-free-like
network, to be discussed shortly.

Depending on a datacenter’s communication requirements,
high throughput capability might be crucial for proper oper-
ation. Figure 3 shows that bisection bandwidth seems unaf-
fected by degree limitations, which in turn suggests that a
Scafida-generated network with varying numbers and types
of equipment will likely display similar properties. Although,
all else equal, the mean bisection bandwidth capabilities of
Scafida topologies seem comparable to state-of-the-art ar-
chitectures, they do not provide a strong argument for the
use of the topology, since the complexities and haphazard-
ness introduced by the iterative, scale-free approach may
introduce other roadblocks that render it unfavorable.
In addition, resilience to failure is very important in the

context of production data centers. Due to their probabilistic
structure and random wiring, scale-free networks tolerate
stochastic failures well. The original Scafida paper claims
that degree constraints do not alter this favorable property,
finding that even with 20% of switches failing, more than
90% of server pairs are still connected by two disjoint paths.
This is the only result we were unable to reproduce with
accuracy. Our numbers show that the Scafida topology is sig-
nificantly less resilient than suggested in the original paper;
for instance, only around 70% of server pairs are still con-
nected by two disjoint paths in our reproduction. One likely
explanation for this is the lack of specificity of the authors
in describing the conditions of the experiment. Although
they mention that 1000-node topologies were used, they
do not specify the server-to-switch ratio, so it’s up to any-
one’s guess what specific settings they used to generate their
network. Throughout our experiments, when left unspeci-
fied, we tuned the settings to accommodate the maximum
number of servers possible, given the equipment and degree
limitations, and subject to the total number of nodes used, i.e.
we maximized the number of servers. If the authors used a
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lower server-to-switch ratio, greater redundancy might have
been created in the topology, which would explain the high
failure tolerance measured in their experiments. It’s worth
noting, however, that maximizing the server-to-switch ratio
seems like the reasonable thing to do, in order to utilize the
network’s full capabilities.

Although scale-free networks display favorable properties
in theory, it’s worth considering whether they are practical
to implement and maintain in a production setting. Scafida’s
most significant advantage is the fine-grained control over
network equipment that the algorithm allows for when creat-
ing a new topology. Unlike state-of-the-art architectures that
use only few parameters, Scafida allows for maximal flexibil-
ity in terms of the type and amount of network equipment
(servers and switches.) However, this introduces several prob-
lems. First, the algorithm allows no room for pre-planning
of the topology; only after it terminates do nodes acquire
meaningful roles, and as such there is no provision for incor-
porating a custom design even as a small part of the overall
network. One possible solution to this might be to modify
the initial steps of the algorithm and begin iteration on a
pre-existing network "core", instead of an empty graph. The
designer could explicitly decide which initial nodes other
nodes can be attached to, and allow the Scafida algorithm
to build a scale-free topology around the core. Neverthe-
less, this doesn’t account for the need to pre-plan server
placement. Using the aforementioned approach would likely
cause servers to be located in the middle of the eventual
architecture, which is where switches should instead be. We
conclude that Scafida is not the best choice of architecture if
fine-grained server placement is an important consideration
in picking a data center topology.

Another significant barrier to practical materialization of
Scafida networks, or more generally scale-free networks, is
the complexity of the resulting topology. The haphazard na-
ture of the cablingmakes it significantlymore labor-intensive
to implement and maintain, renders both processes much
more susceptible to human error, and might also increase
material costs because of arbitrary cable lengths and un-
avoidable rewirings. Bundling, which was suggested as a

potential solution to messiness of the wiring procedure in
Jellyfish, doesn’t seem promising, since it would only be
practical for numbers of cables spanning the same area, and
would make it harder to find and replace a given link; the
alternative would be to provision for redundant cables in
the bundles, which of course limits the amount of rewirings
possible. Although incremental expansion is easy in theory,
i.e. in terms of running the algorithm and obtaining an up-
dated topology, it would likely be a nightmare to implement
in a moderately-sized Scafida datacenter, and the difficulty
would only scale with the size of the network.

5 CONCLUSION
In this work, we implement a version of the Scafida al-
gorithm and evaluate numerous generated topologies. Al-
though Scafida imposes degree constraints to nodes of a
Barabasi-Albert topology, the network largely sustains the
preferable properties of scale-free networks. Nevertheless,
depending on the design goals, the complexity of imple-
mentation and maintenance may outweigh the benefits of
flexibility and iterative expansion offered by Scafida.

6 GITHUB
Source code, Jupyter notebooks, original and reproduced fig-
ures are available at github.com/steliosrousoglou/244-final.
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