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ABSTRACT
Privacy over the internet is a critical issue worldwide, as
more and more of the world executes business and personal
transactions over the internet. Tor is a network layer that
allows for anonymous internet activity for its clients by rout-
ing through ‘onion routers’, and claims to be a completely
secure and private system for its clients. In ‘Large Scale Sim-
ulation of Tor’ by Blott et. al., the security weaknesses of
Tor are explored through the lens of the SSFNet simulator.
For this project, we look to a more modern simulator called
Shadow that hopes to more faithfully reflect the actual Tor to-
pography, traffic patterns, and source code, in order to build
a more accurate simulation. This project aimed to recreate a
connection-starting attack over the Shadow simulator, which
proved to be possible only on a smaller scale of the total Tor
network due to computational limitations. Recreating such
attacks in the Shadow environment is critical to building a
secure Tor network, and for users to have faith in the product
that they are utilizing.

1 INTRODUCTION
Welcome to our deep dive into the world of Tor simulation!
The goal of this project was to reproduce ‘Large Scale Sim-
ulation of Tor: Modeling a Global Passive Adversary’ by
Gavin O’Gorman and Stephen Blott [3]. Tor is a browser
whose goal is to enable anonymous browsing, so the goal
of this paper was to see what identifying characteristics
could be gleaned about the network streams based off of
network data. The paper used SSFNet to model a Tor sys-
tem and run adversarial attacks over the Tor network, with
the goal of identifying user streams. Our project specifically
re-created Figure 1a of O’Gorman and Blott’s paper, which
is shown in Figure 1 of this paper. This figure models a
connection-start attack, run on a variety of network sizes.
Upon reaching out to the creators of SSFNet, and other ex-
perts in the field of simulation, it became clear that SSFNet
was no longer a viable model to use, with its code having
been deprecated years ago. In its place, we chose to model
our replication over Shadow[2], which is a modern simula-
tion tool built specifically to run a Tor network on top of
the base Shadow simulation. Our code for this project can
be found at https://github.com/anikaraghu/simulator.

2 PRIORWORK AND LANDSCAPE OF
THE AREA

Tor [1] is a project that has been in existence since its initial
release as a nonprofit in 2006, with it’s project site (torpro-
ject.org) citing it’s ultimate goal to “advance human rights
and defend your privacy online through free software and
open networks”. This goal is to build a network on which
it is impossible to tell which clients are speaking to which
servers, in order to achieve a truly anonymous internet con-
nection. This is executed through the idea of onion routers
in a large network connected to the network via bridges into
Tor. In this way, the routing system allows for anonymous
(as well as encrypted) connections. The question of Blott’s
paper is simple: can we simulate attacks on Tor at a large
scale? If so, we would be able to anticipate and prevent such
attacks. The paper chose to model these attacks over SSFNet,
which was a network simulator still active at the time of pub-
lishing (http://www.ssfnet.org/homePage.html). They built
the network to simulate based off of an SSFNet standard
network structure, and ran Tor traffic based off of Tor data.
The Connection-start attack that we modeled was initially
described in Serjantov et al. (Serjantov, A., Sewell, P.: Passive
attack analysis for connection-based anonymity systems. In:
Proceedings of ESORICS 2003. October 2003)[4]. In this at-
tack, you look at the timestamp of when streams enter and
exit the network in order to associate which client stream is
associated with which HTTP response. The end goal of this
attack is to narrow down the potential clients that are engag-
ing with a particular server. The world of network simulators
is vast, and much prior work was completed before we chose
to adopt Shadow for our replication. With SSFNet represent-
ing an early simulator of a network, it was then replaced by
an updated S3FNet, which still exists today. However, nei-
ther were made to specifically model Tor traffic, and required
the introduction of tor system components such as onion
routers and bridges. We chose not to replicate this work,
instead adopting Shadow (https://shadow.github.io/), which
is a newer simulator invented by Rob Jansen specifically
to model tor through its tornetgen and shadow-plugin-tor
components [2].
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Figure 1: Figure displaying Connection Tracking Attack from Original Paper [3]

3 METHODS AND DESIGN OF OUR
SYSTEM

Shadow was designed to run ‘Tor in a Box’. Importantly, in
comparison to the original paper’s use of SSFNet, Shadow
links to and runs actual Tor code in its execution. In compar-
ison, SSFNet didn’t support Tor in its original format, and
Blott et. al. had to add on this functionality. Since SSFNet
was deprecated, and S3FNet also did not support the direct
use of Tor, we chose to turn to Shadow instead, as it provides
a more faithful representation of Tor.
There is an important difference between SSFNet and

Shadow: Shadow, instead of providing a fictional network
structure, instead uses real data from the current Tor network
and highly-utilized servers on the internet to model a chosen
percentage of the Tor network. The largest that our EC2
instance could support was 0.4% of the entire Tor network.
With access to a larger computational device and memory,
you can map any amount of the Tor network you desire,
and the topology will echo that of the true network. This

makes simulation far more faithful to the real world, which
is helpful in the representation of an attack on a network.
Shadow runs over a modeled representation of the Tor

network, and then outputs logging files for all of the different
elements in the system (exit routers, clients, etc.). We took
these logs and specifically looked at the output of the servers
and clients in order to note when their streams started or
were accepted at the server end. This information we then
used as a representation of stream initialization, in order to
count the streams that were being created over a 60-second
time period. In total, we simulated 1120 seconds of execu-
tion, only considering the final 60 seconds for the connection
starting attack. This way, as in the original paper, the simu-
lation had time to learn all of the paths and reach a normal
state before we began the measurement.
We ran Shadow over an Amazon EC2 instance, which

limited our maximum mapping to 2 billion, which limited
our potential Tor simulation to at most 0.4% of the original
network size. In comparison, the paper was able to execute
a larger network: we acknowledge this as a limitation of
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the Shadow execution, one potentially solved with a compu-
tational resource that can map more information over the
execution of a process. However, due to time limitations, we
were not able to improve upon this topological size limita-
tion.

4 EXPERIMENTAL SETUP
We ran the Tor network over four separate network sizes:
0.1%, 0.2%, 0.3%, and 0.4% of the actual network, respectively.
For each different topology, we ran for 1120 seconds, and
looked at the first HTTP response sent (as logged in the
server logs), and compared this timestamp to the connection
start of a stream for all of the clients. We compared these
numbers, and looked at how many streams could be elimi-
nated as not being associated with this stream initialization
activity given a variance d between the client start and the
server’s start of their stream. Our code for this experiment
can be found at https://github.com/anikaraghu/simulator.

We made a few assumptions in our experiment. The first
was that the client log and server log information repre-
sented the first HTTP send and response in a stream. This
assumption assumes that the log of a ‘stream-created’ echoes
the first send and response, and not a later stream connection
point. Additionally, we assumed that Shadow’s representa-
tion of a small percentage of the actual Tor network would
offer similar results to Blott et. al’s network structure, which
was more artificial, in that it was simply some number of Au-
tonomous Systems connected in a map. We chose the more
realistic design because it gave us the opportunity to test the
same attack on a newly improved simulation, that echoed
reality more effectively. However, some differences in our
final numbers were probably due to this difference.

5 RESULTS
The results from our replication are seen in Figure 2.

The original paper found that as they tested the time vari-
ance between the first HTTP response and the client’s stream
initialization, starting at 0.1 second and going up to 2 sec-
onds. We replicated this time variation. However, our final
output showed a difference from the original results. Specifi-
cally, the original results show a general trend from almost
99% elimination of streams to about 90% elimination with a
2-second variance. Our results ranged from almost 100% to
closer to 96%. Additionally, while our comparison figure, Fig-
ure 1, shows a trend of the smaller networks having a higher
percentage of streams eliminated, our reproduction showed
a less obvious trend, with all four replications showing a
more similar percentage trend, and not the clear increase as
the size of the network went down. This may be due to the
fact that the simulated networks are not the same as they go
up in size, while the structure of adding more Autonomous

Systems is more dependable and leads to more dependable
traffic patterns and stream introductions.
Additionally, the stream models used in Shadow were

based on a Markov model, while the SSFNet stream model
was not designed with as much sophistication and random-
ness. Since the Shadow model tries to model the variation
of internet traffic more honestly, it makes sense that there
is more randomness introduced between the different net-
work sizes, which could lead to why we see little difference
between the different topologies in Shadow.

One possible reason for the variation in our results is that
we did not run on as large of a simulated network as the
SSFNet experiment did, because of computational limitation.
The experiment was able to model the entire Tor network
in existence at the time (which, to be fair, was much smaller
than the Tor network in existence now). Our experiment
could only reproduce a fraction of a percent of the current
network. With so many fewer streams, it would make sense
that a greater percent could be eliminated at any one point
in the experiment.
Of course, there are many other possible reasons for the

deviations in our results, since we are running the simulation
on a completely different simulator, topology, traffic model,
and Tor model. The differences are not surprising, but they
do imply that further research would be useful, since Shadow
is a more representative model for a true Tor network, and
as such it would be helpful to recreate the attacks on a larger
model within Shadow to see if streams can still be eliminated
at such high rates in a full-scale run of the entire Tor network.

6 LIMITATIONS ANDWEAKNESSES
There were some clear limitations in our replication design.
We hit many roadblocks in considering which simulator we
were going to use. Upon the final decision to use Shadow, we
did not anticipate the many complexities that would prevent
a faithful replication. For example, as discussed previously,
we were only able to replicate a small percentage of the total
network. Additionally, the replication did not allow us to
control the exact structure of the network, instead simply
taking a portion of the existing, real-world network. This
means that we can’t compare how our network was laid out
in comparison with the Blott et. al’s original design, which
was a more rigidly designed set of AS’s. As discussed in the
Results section, this may be one of the reasons why we saw
a difference in our results vs. the original paper.
Additionally, given more time, we would have liked to

utilize not only the stream information from the clients and
receivers, but also the tcpdump information, to verify that
there haven’t been changes to the Tor network that render
the client and server HTTP requests impossible to detect
over TCP. We made the assumption that these streams were
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Figure 2: Results from Our Replication of Connection Starting Attack

identifiable as a way to model the attack more simply, and as
a way to understand the logging system of Shadow. Given
more time, we would like to ensure that this representation
is a faithful one given the current design of the Tor system.

7 MOVING FORWARD
The next steps in this project would be to look into the two
remaining attacks in Blott et. al., and in doing so, show that
it is possible to recreate a sophisticated Tor attack on the
modern Shadow network. From there, we would hope to
find a way to prevent these attacks, and to improve the way
that Tor attacks are modeled, including by finding a way to
represent these attacks on a larger (if not true to size) scale,
by capping the maximum mappings at more than 2 billion.

This was an intriguing project, which has many jumping
off points upon its recreation: detecting attacks in a system
that claims to be infallible is critical, since users are trust-
ing Tor to protect their data and privacy, and it would be
a misrepresentation of their ability if the interface failed to
protect its clients.

8 ACKNOWLEDGEMENTS
We would like to thank Rob Jansen, Professor Jason Liu, Vig-
nesh Babu, AmaleeWilson, Neil Perry, and Arushi Raghuvan-
shi for their support, from advising on potential simulators
to aiding our setting up Shadow on EC2. Thanks also to the
wonderful teaching team-Sachin, Nick, and Bruce-we are so
grateful for your help on this project!

REFERENCES
[1] Roger Dingledine, Nick Mathewson, and Paul Syverson. 2004. Tor: The

Second-Generation Onion Router. Paul Syverson 13 (06 2004).
[2] Rob Jansen and Nicholas Hopper. 2012. Shadow: Running

Tor in a Box for Accurate and Efficient Experimentation. In
19th Annual Network and Distributed System Security Sympo-
sium, NDSS 2012, San Diego, California, USA, February 5-8, 2012.
The Internet Society. https://www.ndss-symposium.org/ndss2012/
shadow-running-tor-box-accurate-and-efficient-experimentation

[3] Gavin O’Gorman and Stephen Blott. 2007. Large Scale Simulation of
Tor: . (12 2007), 48–54. https://doi.org/10.1007/978-3-540-76929-3_5

[4] Andrei Serjantov and Peter Sewell. 2003. Passive Attack Analysis for
Connection-Based Anonymity Systems. 116–131.

4

https://www.ndss-symposium.org/ndss2012/shadow-running-tor-box-accurate-and-efficient-experimentation
https://www.ndss-symposium.org/ndss2012/shadow-running-tor-box-accurate-and-efficient-experimentation
https://doi.org/10.1007/978-3-540-76929-3_5

	Abstract
	1 Introduction
	2 Prior Work and Landscape of the Area
	3 Methods and Design of Our System
	4 Experimental Setup
	5 Results
	6 Limitations and Weaknesses
	7 Moving Forward
	8 Acknowledgements
	References

