
CS244 Project Final Report
Wantong Jiang, Yuhui Huang
{wantongj,yhuang77}@stanford.edu

1 INTRODUCTION
Middleboxes are prevalent in today’s network, providing
functions such as VPN, WAN optimization, and firewall.
Different middleboxes require different hardware and soft-
ware resources for their specialized functions. For example,
IPSec encryption mostly consumes CPU resource, redun-
dancy elimination bottlenecks the memory bandwidth, and
basic forwarding mostly relies on link bandwidth. As peo-
ple start to incorporate these middlebox network functions
into routers, packet scheduling is no longer a problem of
managing a single resource, but multiple. “Multi-Resource
Fair queuing for Packet Processing” by Ali Ghodsi, Vyas
Sekar, Matei Zaharia, and Ion Stoica[1] focuses on providing
a solution for fair queuing in multi-resource management
scenarios.
To evaluate whether a scheduling algorithm is effective,

the paper points out two key properties:
(1) Share guarantee: Fair queuing requires that each flow

is isolated from other flows, and it gets its weighted
share no matter what the resource consumption of
other flows are. For instance, if a flow 𝑖 is assigned
weight𝑤𝑖 , then it should get at least 𝑤𝑖∑

𝑗∈𝑊 𝑤𝑗
fraction

of one of the resources it shares.
(2) Strategy-proofness: A flow should not be able to in-

crease its share by artificially increasing its demand.
The paper proposes an algorithm called Dominant Re-

source Fair-queuing (DRFQ), which equalizes the share
of each flow’s dominant resource in time domain. The domi-
nant resource of a flow is defined to be the resource that the
flow is currently having the maximum share of (among all
resources the flow consumes). The algorithm applies the idea
from Start-Time Fair queuing (SFQ), which utilizes virtual
start time and finish time to distribute resources in the time
domain. The paper proposes three types of DRFQ:
(1) Memoryless DRFQMemoryless scheduling requires

a flow’s share of resources should be independent
of its share in the past. For instance, a flow getting
more share during light load shouldn’t get punished
later. For workloads where packets within the same
flow have similar resource requirements, a memory-
less DRFQ scheduler provides fair allocations on flows’
dominant resources.

(2) Dove-tailing DRFQDove-tailing scheduling requires
that packet processing times should be independent
of how resource consumption is distributed in a flow.

For instance, two flows, one with packet processing
times alternating between <1, 2> and <2, 1> and the
other with packet processing times keeping <3, 3>
constantly, should receive the same service.

(3) Δ-bound DRFQ It’s obvious that memoryless sched-
uling and dove-tailing scheduling contradict with each
other naturally: memoryless scheduling requires no
history while dove-tailing does require past informa-
tion. As a result, the paper proposes Δ-bound DRFQ,
using Δ to control the degree of two previous algo-
rithms. When Δ = 0, it falls back to memoryless DRFQ,
and when Δ = ∞, it is purely dove-tailing DRFQ. Prac-
tically Δ can be set to the buffer size so the scheduler
does not care about the effect of packets beyond the
buffer limit.

The paper implements DRFQ in Click[4] and writes simu-
lator to examine its performance, comparing it with existing
scheduling algorithms and proving that it satisfies the two
properties of good fair queuing algorithms, namely share
guarantee and strategy-proofness.

Following the paper, we write python simulators to com-
pare the behavior of DRFQ with other algorithms and im-
plement DRFQ on NS2[3] to examine its performance in
simulated network traffic. Our work matches the results in
the original paper pretty well. We further prove the effec-
tiveness of DRFQ.

2 RELATEDWORK
Fair queuing on a single resource, such as link bandwidth, is
well studied. For example, weighted fair queuing is a well-
known algorithm that guarantees a weighted share of link
bandwidth for each flow, and ensures that no flow can obtain
better service by inflating their resource consumption.
Three natural multi-resource queuing schemes derived

from single-resource fair queuing, namely single-resource
fair queuing, bottleneck fairness, andper-resource fair-
ness, are proven to violate either share guarantee or strategy-
proofness or both.

Single-resource fair queuing provides fairness on one sin-
gle fixed resource. It cannot guarantee fair share for all the
flows. If we have two flows with resource profiles <1, 1>
and <0.1, 1> with single-resource fair queuing on the first
resource, then the second flow only gets 10% of the share.

Bottleneck fairness decides the bottleneck resource in the
system and performs fair sharing on that resource. However,
it is not strategy-proof and when neither resource is a clear
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bottleneck, the shares can dramatically oscillate as we will
prove in the next section.

Per-resource fairness performs fair sharing independently
on each resource. The algorithm is not strategy proof. If a
flow with profile <20, 1> is competing with 9 other flows
with profile <10, 11>, then increasing its consumption in the
second resource (changing to <20, 11>) can double its share.

Dominant Resource Fairness allocation policy is pro-
posed recently for datacenter environment and is proved to
achieve both stratege-proofness and share guarantees. DRF
is the a max-min fair allocation of the dominant resource
shares. However, DRF’s main goal is to provide fair allocation
in space domain, e.g. how many CPU cores and how much
memory should be allocated to each flow. The Dominant
Resource Fairness Queuing algorithm in the original paper
aims to provide DRF allocation in time domain.

3 SCHEDULING ALGORITHMS
COMPARISON

As the beginning of the reproduction, we implemented sev-
eral python scripts to simulate resource allocation and com-
pute statistics of various scheduling algorithms including:
bottleneck fairness, single-recourse fair queuing, per-resource
fairness, dominant resource fairness, and memoryless dom-
inant resource fair queuing. We have reproduced figure 3,
4, 5, 11, and 12 in the original paper. These help us gain a
better understanding of these scheduling algorithms. In the
rest of the section, we present our result.

3.1 Single-resource Fair Queuing
The original figure 11 demonstrates that share guarantee is
violated in single-resource fair queuing algorithm. This is the
allocation produced when traditional weighted fair queuing
were used, regardless of the multi-resource consumption.

Figure 1 shows the original figure 11 and our reproduction.
The two are basically the same. In the scenario, flow 1 with
resource profile <0.1, 1> starts at time 15,000 and ends at
time 85,000 while flow 2 with profile <1,1> keeps running.
The fair queuing is applied on the first resource and it tries
to equalize the share for the first resource. As shown in both
simulation, flow 2 gets only 10% of each resource when flow
1 is active.

To simulate, we create two flows with start/end time and
profile specified. We assume two flows keep sending packets
and thus are contiguous during their active period. We then
conduct a fair queuing scheduling on the first resource: at
each time step, given the total of active flows 𝑁 , each flow
gets its share of 1/𝑁 . Each flow is scheduled once it gets
enough share according to its profile. We combine the num-
ber of schedules of each flow with their profile to compute

their resource share at each sample point. As shown in figure
1, our simulation result is very similar to the original one.

3.2 Bottleneck Fairness
Figure 3 in the original paper displays link and CPU alloca-
tion to three flows following bottleneck fairness - dividing
bottleneck resource evenly across flows. It shows that this
fairness violates strategy-proofness: a flow can receive bet-
ter service by artificially inflating their demand for resource
they don’t need.
To compute resource allocation for bottleneck fairness

scheduling, we first determine the bottleneck resource, then
find the least common multiplier of that resource demand
for all flows so that we can make all flows equally share the
bottleneck resource. Figure 2 shows the original figure while
figure 3 shows our reproduction result. They are exactly the
same. Originally three flows have profile <10, 1>, <10, 14>,
<10, 14> respectively so they equally share the bottleneck
resource: link. Then flow 1 increases its profile to be <10, 7>,
switching the bottleneck resource to CPU and increasing its
share.

The aim for original figure 5 is to show that when neither
resource is a clear bottleneck, bottleneck fairness algorithm
can rapidly oscillate. In the example, two flows have profile
<1, 6> and <7, 1>. When the scheduler tries to equalize alloca-
tion of the first resource, the second resource suddenly gets
congested since 7<1, 6> + <7, 1> = <14, 43>. Then resource
2 becomes bottleneck so the scheduler then tries to balance
according to resource 2. The whole process will repeat.

Figure 4 compares the original figure 5 and our reproduced
result. They are nearly the same. To compute the result, at
every sample, we run bottleneck fairness algorithm to com-
pute the resource share of each flow. The oscillations occur
every 6 sample points (30-time units) because as mentioned
in section 8.2.1, “bottleneck queuing was configured to dy-
namically switch to the current bottleneck (every 30 time
units)", so we verify that the bottleneck keeps switching. The
figure also shows it fails to meet share guarantees: the third
flow with profile <1, 1> never gets share above 1

3 .

3.3 Per-resource Fair Queuing
The original figure 12 investigates how a flow canmanipulate
per-resource fair queuing by changing its demands to receive
better service. It also demonstrates DRFQ is resilient to this
kind of problem.

Figure 5 compares the original figure 12 and our reproduc-
tion result. In this scenario, there are ten flows, the first one
of which has profile <20, 1> while the last nine have <10, 11>.
At time 25,000 the first flow manually changes its demand
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(a) Original figure 11. (b) Reproduced figure 11.

Figure 1: Figure 11 reproduction.

Figure 2: Original figure 3

to roughly <20, 11>, leading it to double its share under per-
resource fair queuing but its share does not change under
DRFQ.

Our reproduction result is very similar to the original one.
We use the same simulation methodology as explained in
section 3.1 and implement new schedulers. To simulate the
profile change, we terminates the first flow at time 25,000
and starts a new flow with the updated resource profile. We
implement the memoryless DRFQ because the authors just
use this version and because the flows’ profile do not change
during their life time so there’s no need to apply dove-tailing
DRFQ. In DRFQ implementation, at each time only one flow
is being served (as opposed to each flow being served 1/𝑁 ).
This is aligned to the statement in section 5.4 in the original
paper: “Note that in the case of a single link where there is
at most one packet in service at a time". And we believe this
“coarse scheduling" decision results in the small fluctuations
in our reproduced figure. But the conclusion that DRFQ
provides Strategy-proofness still holds.

3.4 Dominant Resource Fairness
The original figure 4 demonstrates the resource allocation
under dominant resource fairness policy (DRF). DRF procides
the allocation that “equalizes" the dominant shares of differ-
ent users. In the example, two jobs have profiles <4 CPU, 1
GB> and <1 CPU, 3 GB> respectively. The dominant resource
is CPU for job 1 and memory for job 2. DRF allocates <1500
CPUs, 375 GB> to job 1 and <500 CPUs, 1500 GB> to job 2,
equalizing their dominant shares.

Figure 6 displays the original figure and our reproduction
result. They are exactly the same. To compute the resource
allocation for DRF, we follow the algorithm in the original
DRF paper - “Dominant Resource Fairness: Fair Allocation
of Multiple Resource Types"[2].

4 NS2 EXPERIMENT RESULTS
In addition to python simulation, we also implement memo-
ryless DRFQ scheduler and test its performance using NS2[3]
network simulator. Note that the authors use Click[4] but we
find NS2 much easier to get started and had more detailed
instructions and documentations.

4.1 Experiment Setup
To implement memoryless DRFQ scheduler and simulate the
experiment conducted in the original paper, we create two
different NS2 modules: drfq_sched and drfq_app.
The first one, drfq_sched implements the memoryless

DRFQ algorithm, which accepts processing times of flows,
and once in a while it puts one packet from an active flow
to the link. We follow the algorithm described in the paper:
assigning a virtual start time and virtual finish time to each
packet in the flow:

𝑆 (𝑝𝑘𝑖 ) = max(𝑉 (𝑎𝑘𝑖 ), 𝐹 (𝑝𝑖−1𝑖 ))
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(a) Figure 3a reproduce: The resource profiles of the three flows
are: <10, 1>, <10, 14>, and <10, 14>. The bottleneck is link.

(b) Figure 3b reproduce: Flow 1 increases its resource profile
from <10,1> to <10,7>. It shifts the bottleneck to CPU and in-
creases its relative share in both resources.

Figure 3: Figure 3 reproduction

(a) Original figure 5. (b) Reproduced figure 5.

Figure 4: Figure 5 reproduction.

𝐹 (𝑝𝑘𝑖 ) = 𝑆 (𝑝𝑘𝑖 ) +
max𝑗 {𝑠𝑘𝑖,𝑗 }

𝑤𝑖

The finish time is equaled to the virtual start time plus the
processing time on the dominant resource. For the first
packet of a burst, its start time is the virtual time at the
packet’s arrival and for a backlogged flow, its start time is
simply the finish time of previous packet. At every schedul-
ing point, the module schedules the packet with the smallest
virtual start time. We implemented this module using the
token bucket filter object (ns2.35/adc/tbf.cc) as a refer-
ence.

The second one, drfq_app, aims to simulate various mid-
dlebox applications. Each application module is configured
with a processing time. On receiving a packet, it simply
pushes it onto its queue. When it becomes idle, it pops one

packet from the queue and sleeps for the corresponding pro-
cessing time. It also records the number of packets processed
once per second for statistical analysis. We use two timers
for sleeping control and sampling respectively.
Figure 7 displays our experiment setup. On the sender

side, three CBR traffic generators run at the same rate on
three UDP agents. We use three UDP agents because the
DRFQ scheduler can easily identify three flows using fid_
field. DRFQ scheduler accepts packets from these three flows
and provides output to the receiver end. On the receiver end,
three applications run on three UDP agents simultaneously.
We tuned the CBR traffic generators to start and finish at
different times and the whole experiment runs for 35 seconds.
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(a) Original figure 12. (b) Reproduced figure 12.

Figure 5: Figure 12 reproduction.

(a) Original figure 4. (b) Reproduced figure 4.

Figure 6: Figure 4 reproduction

Figure 7: NS2 simulation setup

4.2 Figure 9 Reproduction
Figure 8 compares the original and our reproduction results.
In the experiment, flow 1 and flow 3 are bounded by band-
width with flow 3 slightly higher in CPU usage. On the other
hand, Flow 2’s application is CPU-bound. Our reproduction
results matches closely to the original experiment. It’s ob-
vious that in the third plot, flows have the same share on

their dominant resources, which is the expected behavior of
DRFQ algorithm.
There are two main differences between the two figures.

The original one has very smooth lines while ours has small
oscillations. We attribute this to our coarser sample rate
(1/sec) and lack of concurrency (DRFQ scheduler schedules
just one packet at a time). The other difference is that the
shares (y-axis) are not exactly the same. This is caused by
imprecise packet processing time estimation. In spite of the
differences, we still get the desired results.

5 DISCUSSION
Our experiments contain two main deficiencies. The first
one is that we only implemented memoryless DRFQ and con-
ducted relevant experiments. We selected this one because
it’s easier to understand and it’s also the default one used in
the paper. But this limited our ability to schedule flows with
variable packet process times. The other weakness is that
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(a) Original figure 9.

(b) Reproduced figure 9.

Figure 8: Figure 9 reproduction.

we didn’t use Click as in the paper and we didn’t write real
middlebox application like IPSec and statistical analysis as in
the paper. As mentioned in previous section, we simply used
different timers to simulate CPU processing time of different
applications.
Our future work thus can be based on these deficiencies.

We would like to implement dove-tailing DRFQ as well as
Δ-bound DRFQ so that we can handle flows with different
processing time for different packets. And we would like
to learn Click usage, implement real applications on Click,
collect CPU and memory usage, and then generate output
same as what has been done in the original paper.

6 CONCLUSION
In this project, we reproduced simulations of various queue
scheduling algorithms and verified that the algorithm pro-
posed in the original paper, Dominant Resource Fairness

Queuing, does not suffer from oscillations, provides flow
isolation and is strategy-proof in multi-resource fair queuing
contexts.
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