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1 INTRODUCTION
Our project reproduces the work contributed in the paper
An Internet-Wide View of Internet-Wide Scanning [2]. In this
paper, the authors took a look at a large amount of network
telescope data–that is, packets received at an IP block whose
sole purpose is for receiving illegitimate traffic that is sent for
network scanning purposes. Such data allowed the authors
to ascertain a number of key insights.
First, they were able to determine the types of scanners

being most heavily utilized. These scanners mainly included
ZMap and Masscan, the two most common open source
projects for scanning Internet-wide spaces. However, they
also discovered a significant number of custom scripts that
were used.

The authors also presented a clear picture of the origin
of scanning on the Internet by geographic location, finding
that the vast majority originate from China and the United
States, with significant contributions from the Netherlands
and Germany as well.

Notably, the original paper tracks the duration between a
novel, zero-day vulnerability being released and the moment
scans begin for the given port or malformed request. The
authors focus mainly on the OpenSSL Heartbleed vulnera-
bility, as well as a suite of vulnerabilities discovered within
Netgear and Linksys routers.
Finally, the original authors performed mass network

scans of their own to determine the percentage of organiza-
tions that identify and block obvious incoming scans. They
find that a mere 0.05% of publicly available IP addresses
blocked traffic after a scan, suggesting that much improve-
ment is needed in this area.

Our reproduction focuses on looking atmore recent packet
data from a network telescope and providing similar statistics
regarding network and port scanning. We categorize scan-
ners as a single TCP/UDP flow (with a common IP source),
and try to draw conclusions about the intent of the packets
they are sending by analyzing the amount of different ports
and IP destinations that are targeted. Looking forward, we
will categorize these by origin country, commonly targeted
ports, and other data the original paper found.

2 PREVIOUS WORK
It is important to understand the state of internet scanning
at different points in time as the Internet continues to grow
in complexity. Therefore, Internet-wide scanning analysis is
necessary every few years or so. One of the first comprehen-
sive analyses was performed by Pang et al. [3] in 2004. This
work largely influenced work done by Allman et al. [1] in
2007, as well as the paper produced by Durumeric et al. in
2014, the work we are replicating.
Since the state of the Internet has undoubtedly changed

since 2014, we expected our results to vary considerably from
the original work. However, we did our best to adhere to the
original methodology so we might produce data portraying
important trends in Internet scanning.

3 DATASET AND METHODOLOGY
We received a dataset of 240 million packets (approximately
16 GB) from Zakir Durumeric. The data came from the same
darknet source used by Durumeric et al. in their Intenet
scanning analysis, providing consistency in our approach.
However, the dataset was our largest weakness going into
this project. This data was originally supposed to be an intro-
duction into this type of data for a previous class, and was
not supposed to be used to draw major conclusions about an
"internet-wide view" of scans. Specifically, this dataset only
looks at 8 total destination IP address, which does not allow
us to get a good view of how large these scans are. Despite at-
tempts to acquire additional data from Durumeric and other
sources, wewere unsuccessful, so we utilized the data we had.
There are 30,000 source IP address, so we obtain a diverse
view of the Internet as it approaches this small subsection of
the darknet, but we have to make large assumptions to draw
any conclusions from this data. Nonetheless, we managed to
acquire interesting data, which we argue shows that some of
the arguments made by Durumeric et al. still hold and can
still be observed using much smaller datasets.

We define a scan as a barrage of packets sent from a single
IP source to 100% of the destination addresses in our dataset.
The packets must maintain an arrival rate of at least 10
packets per second (pps), as Durumeric et al. did, and we
expire scans that do not send packets for more than 480
seconds. Any scan that hit all 8 of our destination addresses,
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we considered a ’large’ scan, and everything else was a small
scan.

We process the packets in our dataset using Golang and the
gopacket package. We created multiple maps to store packet
information for each figure we needed to reproduce. Then,
using a single-pass algorithm, we extract each encapsulated
layer of each packet and populate each map, identifying
scans, scan sizes, and ports used in the scan and outputting
the contents to a JSON file. Finally, we process each JSON
file with Python to extract the relevant data and plot our
figures. To identify the country information about the IP
sources, we use ipstack.com, which provides live data about
the geolocation of IP addresses. Since our dataset is now two
years old, we acknowledge that this might not be perfectly
accurate, but should hopefully give us a good idea of the
location of the scan sources.

3.1 Fingerprinting Scanners
Our methodology for identifying whether packets were gen-
erated by ZMap or Masscan, two common scanning probes,
was identical to the work done by Durumeric et al. In order to
identify ZMap, we simply check that the IP identification field
is set to the number 54321. To identify Masscan-generated
packets, we use the following relationship:

𝑖𝑝𝑖𝑑 = 𝑑𝑠𝑡𝑎𝑑𝑑𝑟 ⊕ 𝑑𝑠𝑡𝑝𝑜𝑟𝑡 ⊕ 𝑡𝑐𝑝𝑠𝑒𝑞𝑛𝑢𝑚

4 RESULTS
Even despite the small dataset, we managed to show some
interesting features that are similar to the conclusions drawn
by Durumeric et al. Some of these features will likely be
coincidence and many of the differences will come from that
fact that our dataset was less than optimal. However, we
also believe that some of the similarities we find stem from
that fact that these factors are common across many scans
so that even small datasets can detect it, and many of the
differences we find can be attributed to the change in the
Internet landscape since the original paper in 2018.

4.1 Country of Origin
We first looked at commonly targeted ports by scan size
and by country. Unsurprisingly, we found that ports with
common, dedicated protocols were most frequently targeted.
However, we saw divergence from the original paper even
in these figures, specifically in the countries that were most
frequently performing scans as well as the top ports tar-
geted. We see in Figure 1 that the majority of scans came
from a conglomerate of "other" countries besides the United
States, China, and the Netherlands, which outweighed all
other counties in the original research. Notably, the top coun-
tries we record for all types of scanning categories include

Figure 1: Compared with the original research, we see a
large increase in the number of "other" countries performing
scans. We also notice a massive increase in the number of
Telnet, SMB, and HTTP scans, as well as a decrease inMSSQL
scans.

the United States, China, Japan, South Korea, Brazil, Russia,
France, and the United Kingdom, in that order.
This country activity data represents a clear deviation

from the original research, and may suggest increased In-
ternet reconnaissance operations in these countries. This
makes sense, as other research TODO: citation? shows that
countries such as Russia and South Korea have significantly
increased the sophistication of their cyber espionage opera-
tions since 2014. In Figure 3, we see that countries outside
of the top 5 are getting involved in the Internet scanning
process. We measure that 52% of all scanning comes from 5
countries, but this is a significant decrease from 76% in the
original research.

4.2 Commonly Targeted Ports
We suggest that the significant increase in SMB (445) port
scanning is largely related to the dissemination of the well-
known Eternal Blue security exploit, which was released by
the Shadow Brokers in April of 2017. Since that time, other
researchers have identified the utilization of this exploit to
install WannaCry ransomware on hundreds of thousands of
machines. The continued scanning of port 445, even after
Microsoft rapidly released a security patch suggests that
many machines are still vulnerable to Eternal Blue.

As we can see in Table 3, trends in targeted services have
changed in various ways over the years. SMB (port 445) and
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Figure 2: Targeted ports by scan size — We notice inter-
esting trends in the top ports targeted in our reproduction.
SSH, DNS, CHARGEN, and MySQL are all not nearly as
targeted as they were in 2014.

Figure 3: CDFof scanning countries— Significantlymore
countries are getting involved in Internet scanning than in
2014. We see that the top 5 countries make up for 52% of all
scanning, compared to 76% in 2014.

HTTP (port 80) continue to be very common targets, likely
due to both their widespread importance on the Internet, as
well as their numerous vulnerabilities.

Interestingly, we find that Telnet (port 23) has become a
much more common target. This may be due to the increase
in IoT devices since 2014, many of which utilize Telnet to
communicate with their control and data servers.

Port 2323 was also a new commonly targeted destination.
It is used for Internet connectivity for multiple different
popular online games, such as Warzone, Warlord, and Total

445 (14.5%) 17138 (5.3%) 88 (0.56%)
23 (10.1%) 17136 (5.3%) 443 (0.56%)
80 (8.2%) 81 (3.4%) 9000 (0.56%)
8080 (7.3%) 17134 (3.2%) 84 (0.49%)
17140 (5.5%) 17142 (3.2%) 8000 (0.49%)
17132 (5.4%) 5555 (2.1%) 83 (0.48%)
17130 (5.4%) 3389 (1.6%) 2323 (0.48%)
17128 (5.4%) 22 (0.6%) Others (9.5%)

Table 1: Commonly Targeted Services for Small Scans

8080 (8.9%) 80 (5.7%) 33960 (1.9%)
23 (7.1%) 17134 (5.5%) 34228 (1.9%)

17138 (6.4%) 17142 (5.4%) 33970 (1.9%)
17140 (6.4%) 445 (4.4%) 33962 (1.9%)
17130 (6.3%) 81 (4.0%) 34216 (1.9%)
17136 (6.3%) 2323 (3.8%) 34226 (1.9%)
17132 (6.3%) 5555 (2.1%) 33972 (1.9%)
17128 (6.3%) 88 (1.9%) Others (Not Included)

Table 2: Commonly Targeted Services for Large Scans
– Only looking at the top 23 ports. The "Other" category
accounted for 80% of the targeted ports in large scans.

2010 2014 2018
SMB (445) SMB (445) SMB (445)

NetBios (139) ICMP Ping Telnet (23)
eMule (4662) SSH (22) HTTP (80)
HTTP (80) HTTP (80) Gaming (2323)

NetBIOS (135) RDP (3389) VPN (5555)

Table 3: Temporal Differences in Targeted Ports — Pre-
vious studies on background radiation show a distinct set of
most frequently targeted services.

Annihilation. As previous research has shown, video games
have the potential to cause massive Internet disturbance
in this day and age. In fact, it is commonly believed that
the main purpose behind the Mirai botnet was to DDoS a
Minecraft server. Therefore, it makes sense that we would
see such a common gaming port frequently scanned.
We also see port 5555 commonly targeted, which is used

to establish connections with many VPN servers. This may
suggest increased attempts by attackers to intercept network
traffic before it can be safely obfuscated by a VPN.
Notably, we found RDP (port 3389) to be the next most

commonly targeted protocol, showing that is likely still im-
portant for attackers and academic researchers alike.
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4.3 Targeted Ports and Scan Size
A key contribution made by Durumeric et al. was showing
that small scans target different protocols than large scans.
We were not able to determine as granular a scan size as
done in the original research (<1%, .1-1%, 1-10%, and 10-
100%) due to the limited nature of our network telescope
data. However, using two benchmarks for scan size we see
good data correlation for multiple protocols, including SMB
and HTTP.
Interestingly, however, multiple protocols have dramati-

cally dropped in magnitude, most notable DNS, MySQL, and
CHARGEN as can be seen in Figure 2. A drop in targeting
for DNSmay suggest that these protocols have becomemuch
more secure in the days since 2014, or it could by quantified
by a lapse in our limited data. The absence of CHARGEN
being targeted is likely a step forward in the right direction,
as the protocol is essentially meaningless and a presents
easy potential for DDoS. Hopefully, this means that many
institutions are now automatically blocking port 19 on all
devices by default.
We also see many more instances of seemingly random

ports appearing quite a lot in our scans, both large and small.
Table 1 shows the most commonly targeted ports for our
definition of a small scan. We see some similarities with the
original paper, with TELNET, SMB, and HTTP appearing in
the top five, but the magnitude of these ports is much differ-
ent. While we do see SMB (445) taking the top spot, it appears
in barely more scans than the second option, whereas in the
original paper, it held the top spot by almost 70%. This could
indeed be something that has changed over the past couple
years, but this observation is likely due to the shortcomings
of our data and how we classify scans. Likely, if we could
more confidently label scans, many of our ’small’ scanswould
not be scans at all. For example, the 35% of scans that go to
a port in the range 17128-17138 are likely a misclassification
of a scan. If these were correctly reclassified, SMB would
take a larger fraction of the true scans and we would see a
similar trend with the original.
The results for large scans are pretty negative. Table 2

shows the commonly targeted ports for ’large’ scans, but the
percentages are relative to just the top 23 ports. While we do
see some signs of hope with HTTP-alt, TELNET, HTTP, and
SMBmaking an appearance, all these ports show up at almost
the same rate. In addition we see the same block of 171xx
ports and another surprising block of ports in the 30,000s.
These are most definitely a misclassification or some other
anomaly and throw off these results a lot. These two tables
would likely be the best way to sanity check our algorithms in
the future. We expect the results to hold some similar shape
to the original papers, so once we classify scans correctly,
the numbers in this table will give an indication. Currently

they show that we are at least slightly off in our classification
process.

4.4 ZMap and Masscan Usage
As was done in the original research, we identified packets
that were likely generated from the scanning utilities ZMap
and Masscan. The methodology for this fingerprinting is
detailed in Section 3.1.

Like Durumeric et al., we find that scans targeting >10% of
the IPv4 address space did not utilize scanning agents such as
ZMap or Masscan: only 4.23% of scans of this size used either.
However, we do see a great jump in ZMap andMasscan usage
as a greater subset of the IPv4 address space is scanned. For
scans >50% of the address space, we found that 41.2% of scans
originated from ZMap, and 8.3% originated from Masscan.
This represents a notable increase in the usage of scanning
agents since 2014, especially ZMap.

5 LIMITATIONS
Although we did our best to reproduce the results from Du-
rumeric et al. as faithfully as possible, we would be remiss
not to address several limitations we faced throughout our
process.
Firstly, and most importantly, our data set for temporal

analysis pales in comparison to the data set used in the orig-
inal research. We were able to gain access to 240 million
packets on a single day in April 2018. The data set analyzed
by Durumeric et al. contained approximately a year and a
half of continuous network data, with an average incoming
rate of 1.4 billion packets per day. Unfortunately, network
telescope data is not yet commonly public domain and is a
treasured resource that primarily remains in the hands of
the researchers who obtain it. We attempted to contact Du-
rumeric et al. to acquire a larger subset of the data used in the
original experiment, but we unfortunately did not receive a
response.

The result of this is that our ability to classify scans relied
heavily on large assumptions about behavior of scanners
not in our dataset. While the original paper required 100
unique addresses targeted to qualify as a scan, we only ever
had access to 8 unique address and then had to extrapolate
heavily to guess whether it was a scan. The result was that
there was a lot of noise in our calculations. We likely didn’t
miss any scans, but we classified too many scans and our
overall numbers will skew as a result.

6 FUTUREWORK
It was important for us to adhere to the original experiment
methodology as closely as possible in order to be able to
meaningfully compare results. However, we have identified
multiple ways in which future researchers can extend on the
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work of Durumeric et al. to provide a more robust picture of
the state of Internet Scanning

6.1 Advanced Scanning Techniques
One drawback of using a darknet for Internet scanning re-
search is that there are no applications, nor any host that
will reply to the client. However, many applications exist,
such as BurpSuite and WFuzz, that allow users the ability to
automate both request sending, and response interpretation.
That way, users can scan more than whether a port is open,
for example, but how it responds to probing. In future re-
search, we believe much insight could be gained by analyzing
a network telescope where address blocks were given certain
applications to run. Then, researchers looking at pcap data
could organize flows and understand the approaches taken
by these advanced scanners.

Another insightful extension to this area of researchwould
be the ability to monitor exactly how scanners interact with
hosts at the application layer. Of course, this is (for good

reason) very difficult from a network perspective due to
the widespread implementation of TLS on the web, and SSL
before it. However, we see value in taking old pcap data
exchanged over insecure versions of TLS or SSL and exploit-
ing it to decrypt the communication. Of course, this is all
dependent on the existence of a network telescope running
an application during the time period of the insecure HTTPS
version.
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