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ABSTRACT
In 2013, a trio of researchers developed and presented the
tool tokyo-ping, a modification of ping, that aimed solve
the problem of per-flow load balancing causing excessive
variance in the round-trip times (RTT). This tool works by
fixing the flow-id of each stream of tokyo-ping ICMP echo
requests. They showed that this allowed them to significantly
reduce the variance of the distribution of RTT values and
make more accurate network measurements. In this paper
we attempt to reproduce their results with controlled experi-
ments across a broad range of destination and source hosts.
In addition, we chose three distant hosts and ran longer ex-
periments to detect any weaker effects. Despite this, none of
the tests found any significant differences in the responses
yielded by ping and tokyo-ping.

1 INTRODUCTION
As the Internet increases in size and complexity, it becomes
more and more important to develop accurate tools for mea-
suring aspects of the network. One of the most fundamental
measurements is the round-trip time (RTT) between two
hosts; this functionality is contained in the standard ping
tool. In their paper, From Paris to Tokyo: On the Suitabil-
ity of ping to Measure Latency, Pelsser, Cittadini, Vissicchio,
and Bush develop a variant of ping called tokyo-ping. The
main advantage of the tokyo-ping tool over ping is that it
accounts for flow-based load balancing by keeping several
fields of the echo request packets constant for the entirety
of the flow.

According to the original paper, routers often track differ-
ent flows by hashing bytes 12-19 of the IP header and the
first four bytes of the IP payload. In the case of an ICMP
echo request packet, the first four bytes of the IP payload are
the first four bytes of the ICMP header, which correspond to
the type, code, and checksum fields. Thus, in order for the
flow ID to be held constant, the fields and payload of the
ICMP echo request must be specified in a way to keep the
checksum constant.
In an ICMP echo request, the type field is always 8 and

the code field is always 0. As such, the only effective differ-
ence between tokyo-ping and ping is that the former holds
the checksum constant for all echo request packets. The se-
quence number must always be incremented so echo replies
can be matched to the corresponding requests, thus the iden-
tifier and/or the payload must be modified appropriately to
fix the checksum at a certain value. Note that because an

ICMP echo reply has a different value for the type field but
copies the values from the other fields, the flow IDs on the
forward and reverse trips will be different, but all the replies
will have the same flow ID and all the requests will have the
same flow ID.

A similar approach can be applied to UDP probes as well.
Unlike ICMP probes, with UDP probes a constant flow ID
on the forward trip does not imply a constant flow ID on
the reverse trip; the response to a UDP probe is an ICMP
port unreachable which includes the IP header and the first
64 bytes of the IP payload. The original paper investigates
both ICMP probes as well as UDP probes, and uses latter
techniques to estimate the time for the forward trip and
the reverse trip independently. While this phenomenon is
interesting, in this reproduction we focus on reproducing the
base results gathered with ICMP probes and investigating
whether the effect is widespread.

Table 1: Flow IDs are computed by hashing bytes in
the IP header and first four bytes of the ICMP payload.
These first four bytes consist of the type, code, and
checksum fields (bolded). These fields are held con-
stant in tokyo-ping.

Type Code Checksum
Identifier Sequence Number

Payload

2 RELATEDWORK
The idea of tokyo-ping comes from the previous develop-
ment of paris-traceroute. The paris-traceroute tool
builds on the standard traceroute tool by keeping certain
fields the same in order to reduce the effect of per-flow
load balancing [1]. In the case of traceroute, per-flow load
balancing could actually lead to incorrect results (e.g., if
both a 1-hop and a 2-hop path exists between two routers,
traceroute may report the router on the 1-hop path fol-
lowed by the second router on the 2-hop path). Based on
experimentation, the authors found that routers use the first
four octets in the transport-layer header for load-balancing.
In the original experiments, the authors of paris-traceroute
investigated using both UDP and ICMP probes; in the case
of ICMP packets, they used the same behavior described
previously in order to keep the same flow ID.
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Three of the authors of the paris-traceroute tool and
its corresponding work later published another paper Mea-
suring Load-balanced Paths in the Internet. In this paper, they
investigate paris-traceroute along with their stochastic
Multipath Detection Algorithm to trace all paths between
a source and destination. They conclude that roughly 39.5
percent of all paths are affected by per-flow load balanc-
ing, suggesting that their tool and by extension tokyo-ping
is useful in a large number of cases. A separate trio of re-
searchers later conducted similar tests and found that, over
a study of 40,000 intermediate routers, 29 percent of pack-
ets going to the same destination are forwarded to different
next-hop routers [6].

3 METHODS
The primary goal of this reproduction is to investigate the
effectiveness of the modifications that tokyo-ping imple-
ments on top of ping. We acquired the original implemen-
tation of tokyo-ping as used by the authors of the original
paper, and we designed three different experiments.

3.1 Initial Tests
Upon receiving the original tokyo-ping, we ran initial tests
from a single source to a single IP running tokyo-ping and
standard ping (both programs were run across multiple pro-
cesses to speed up computations). Echo requests were sep-
arated by intervals of 200 milliseconds, and 1000 packets
were transmitted in total. While this test does not control for
short-time effects (for example, if tokyo-ping runs slightly
slower than ping), the programs were run simultaneously
to reduce time differences. Results were first pre-processed
to remove outlier RTT values (defined as values that ex-
ceeded 1.5 times the interquartile range plus the third quar-
tile). Results were visualized as a histogram of RTTs and a
CDF of the RTT times (the latter plot was used extensively
throughout the original paper). In these tests, we collected
data from the Stanford University network to a few different
popular hosts: google.com (216.58.195.78), facebook.com
(157.240.11.35), baidu.com (104.193.88.123), youtube.com
(216.58.192.14), and wikipedia.org (198.35.26.96).

While the practice of removing RTT outlier values at first
seems that it may remove the effect, there are several reasons
why we continued to remove outliers in the initial tests and
the depth tests. First, it is important to recall that the purpose
of tokyo-ping is to enable more accurate network measure-
ments; if a measure as simple as removing outliers from a
list of RTT values is sufficient to achieve this effect, then the
contribution of tokyo-ping is insignificant. Furthermore,
flow-based load balancing should not actually create outliers;
over a sufficient timeframe, roughly equal numbers of pack-
ets should move along each main path (when using ping).

This would lead to a number of clusters in the distribution of
RTT values that are not significantly different in size. Thus,
the majority of paths should appear in the final distributions
even with outliers removed.

In addition to not controlling for short-time effects, these
initial tests compared data collected from ping to data col-
lected from tokyo-ping. This may introduce nontrivial ef-
fects; for example, there may be low-level differences in the
timing mechanisms in these two programs that could sig-
nificantly effect the difference in variances. For this reason,
we also ran tests in which the output of the two tools was
captured separately in Wireshark and then the RTTs were
computed independently. We included the plots in which the
data was not captured by Wireshark to better understand
how the tokyo-ping tool differs from standard ping and
how the original paper’s results might differ from this re-
production. In addition, the depth tests described next were
captured independently and account for small-time variation
or differences in timing mechanisms better than any of the
setups for initial testing. All of the initial tests were done
over Wi-Fi.

3.2 Depth Tests
As mentioned, there are several reasons to believe the initial
tests were not accurate, controlled experiments. In order
to better control for variation within the network on the
level of milliseconds, we implemented a custom version of
tokyo-ping using the Python library Scapy. In these tests,
we selected three distant sources in different geographical
locations: Italy (5.175.52.19), Tokyo (202.112.0.45), and Brazil
(157.92.5.125). Each destination was sent 20,000 ICMP echo
request packets. As before, each request was separated by
an interval of 200 milliseconds, but, before each request was
initiated, the choice of whether to use tokyo-ping or ping
was determined randomly. These tests were all run from
a Google Cloud virtual machine running in Ashburn, VA,
U.S.A.
Initially, our implementation of tokyo-ping controlled

the checksum field by modifying the identification field.
However, in order tomatch the implementation of tokyo-ping
supplied by the authors of the original paper, this was changed
so the identification field was permanently set to zero (a
decision likely chosen to best match the behavior of stan-
dard ping). Instead, the first two bytes of the payload of the
ICMP echo request packet were set to 0xffff at the start
and decremented as the sequence number was incremented.
The rest of the ICMP payload was set to zero.

3.3 Breadth Tests
As a final stress test of the original paper’s base mecha-
nism, we chose to investigate how prevalent this effect was
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across a variety of servers located throughout the world.
This was accomplished by using five virtual machines on
Google Cloud and running a shortened version of the depth
test described above for 110 different destinations from the
following locations: Los Angeles, CA, U.S.A.; Ashburn, VA,
U.S.A.; São Paulo, Brazil; St. Ghislain, Belgium; Tokyo, Japan.
Each destination was sent 1000 echo request packets, so that
on average it received 500 packets resembling those sent by
the standard ping tool and 500 packets resembling those sent
by tokyo-ping. The variance of the resulting distributions
of RTTs was computed (per destination) and the resulting
distributions of variances (per source) were plotted on a
histogram.

The sites chosen for these tests were a small subset of the
list of Alexa top 1 million sites. There was some concern that
these sites would be far more likely to use CDNs, resulting in
paths containing fewer hops. To avoid these, we removed the
servers which had mean RTT times less than 5 milliseconds
from the results (this removed about 10% of servers). Finally,
the resulting RTT distributions for each flowwere not filtered
for outliers, but the resulting variances computed from those
flows were filtered for outliers prior to analysis.

4 RESULTS
The initial testing supported the hypothesis that either the
timing or sending mechanisms were slightly different in the
two tools. Regardless, the resulting histograms (shown in
figure 1) can inform us about the scope of the differences
between the two tools (which may help us better under-
stand any discrepancies between our results and the original
paper).

As seen in figure 1, while the distributions between ping
and tokyo-ping generally matched, in some cases they were
offset from each other. Note that in the case of google.com,
the mean RTT was quite small for a connection over Wi-Fi.
This likely implies that the requests are being routed to a
CDN server. The “furthest” server for these initial tests was
wikipedia.org with a mean RTT (after outliers removed)
of 13.75. In figure 2, the CDFs for both google.com and
wikipedia.org are shown. In general, the standard devia-
tions across all the initial tests were quite similar, with ping
have a smaller standard deviation than tokyo-ping in three
of the five tests. The test with requests to wikipedia.org
was the only case in which the standard deviation of ping
exceeded that of tokyo-ping by more than 10 nanoseconds.
The raw standard deviations are given in table 2. These ini-
tial results don’t seem to indicate a significant advantage of
tokyo-ping over ping in reducing RTT variance, though
the tests did not control for small-time variations and did
not target very distant servers.

Figure 1: Histograms of 1000 RTT measurements
taken with tokyo-ping (orange) and ping (blue). These
initial measurements were computed with different
tools run simultaneously. Significant differences in
timing and/or sending mechanisms may make these
results difficult to interpret. All outlier RTT values
were removed before plotting.

For the in-depth tests, we chose servers substantially fur-
ther in order to maximize the effect of tokyo-ping (by max-
imizing the number of hops). Furthermore, each server was
contacted 20,000 times, randomly choosing whether to use
tokyo-ping or ping on each request. Histograms and plots
of the CDFs are shown in figures 3 and 4.

There appears to be almost no difference in the behaviors
of tokyo-ping and ping in contacting these three servers,
despite being much further. To quantify the distance and the
number of hops traversed, the average RTT as measured via
ping for these servers and the number of hops measured by
ping is reported in table 3.
A particularly interesting case is that of the hosts lo-

cated Tokyo and Brazil; it is clear from the histogram of
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Figure 2: Plots of the CDF of 1000 RTTmeasurements
taken with tokyo-ping (orange) and ping (blue). Mea-
surements were computed with different tools run si-
multaneously. A sharper increase in the CDF corre-
sponds to lower variance; a possible weak effect due to
flow-based load balancing can be seen in the measure-
ments made to wikipedia.org. All outlier RTT values
were removed before plotting.

RTTs that packets are routinely traversing different paths.
However, both ping and tokyo-ping traverse these paths
(i.e., the fixed fields in tokyo-ping don’t affect the routing).
While this may seem to be a potential indication of a load-
distributing protocol, upon further inspection it appears that
the changes were abrupt. This can be seen in figure 5 which
depicts the RTTs over time for the Tokyo host (as measured
by the index of the packet being sent). This plot also shows
that there are at least four distinct phases in which the base
RTT changes (the bin size of the histogram conceals these
details).

Table 2: Standard deviations for initial tests of 1000
RTTmeasurements for both tokyo-ping and ping, and
mean ping RTT (all values in milliseconds and com-
puted after outliers were removed). While tokyo-ping
has smaller variance in the case with the largest RTT,
it had higher variance in three of the five tests.

Host ping tokyo-ping Mean RTT
google.com 0.3653 0.3622 3.1742

www.baidu.com 0.3428 0.3979 9.8349
wikipedia.org 0.3141 0.2733 13.7510
youtube.com 0.3324 0.3723 4.0604
facebook.com 0.3063 0.3936 10.2729

Table 3: Mean RTT and number of hops as measured
by ping on the path to the three distant servers used.
All results are in milliseconds (outliers removed).

Location Mean ping RTT # of ping hops
Italy 103.5007 4
Tokyo 235.0413 13
Brazil 153.5248 5

Table 4: Standard deviation of the RTT distributions
for ping and tokyo-ping. All results are in millisec-
onds (outliers removed).

Location ping tokyo-ping
Italy 0.2092 0.2061
Tokyo 0.3974 0.3893
Brazil 1.4155 1.4147

The CDF plots confirm that there is virtually no differ-
ence, at least on these targets, in the variance in ping ver-
sus tokyo-ping. Given that previous research found that
almost a third of routers used flow-based load balancing, it
is somewhat surprising that none of these hops respond to
the measures discussed earlier to fix the flow ID. The final
standard deviations of the RTT distributions to each target
is shown in table 4. It is interesting to note that tokyo-ping
does have a smaller standard deviation than ping in all tests,
but the difference is far too small to be significant.
Finally, the breadth tests targeted a significantly broader

group of servers. In total, each of five Google Cloud virtual
machines (located in distinct geographical locations) sent
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Figure 3: Histograms of 20000 RTT measurements to
three distant hosts, each request choosing randomly
whether to use ping or tokyo-ping, aggregated and
colored according the variant used (outliers removed).
Note the extreme similarity in distribution.

1000 requests to 110 different destinations. The resulting
variance in RTT distributions for three of the source hosts is
shown figure 6 and the mean variance per source per tool
used (for all source hosts) is shown in table 5.

Figure 4: Plots of the CDF of 20000 RTT measure-
ments to three distant hosts, each request choosing
randomly whether to use ping or tokyo-ping, colored
according the variant used. The different RTT phases
in the histogram for the Tokyo and Brazil hosts can
be identified here as well. All outlier RTT values were
removed before plotting.
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Figure 5: The RTTs of each packet send to the Tokyo
host as a function of the packet index (grouped by ping
versus tokyo-ping). Note that the packet index is not a
perfect measurement of the time the packet was sent,
as packets were interleaved randomly. Note the dis-
tinct phases for both ping and tokyo-ping are contigu-
ous in time, indicating that this is not an example of
per-flow load balancing.

Table 5: Mean variance of the RTT distributions for
ping and tokyo-ping grouped by source. All results are
in milliseconds (outliers in the variance distribution
were removed before computing the mean).

Location ping tokyo-ping
Belgium 0.9652 0.9036
Virginia 0.9631 1.0009
Tokyo 0.6317 0.5709
Brazil 0.8548 0.8747

Los Angeles 0.5787 0.5618

The results are broadly consistent with both the initial
tests and the depth tests. Apart from noise, it appears that
there is no significant difference in the variance of results
from ping and tokyo-ping. In particular, the mean variance
that ping found was higher than tokyo-ping in three of the
five source hosts, and lower in the other two.

5 CONCLUSION
While we were unable to successfully reproduce the phenom-
ena described in the original paper, there are several reasons
why this might be the case. It is possible that, since the orig-
inal experiments were conducted, many of the commercial
routers that our packets passed through implement either

Figure 6: Histograms of variances of ping and
tokyo-ping taken from 110 servers. Outliers were re-
moved from the distribution of variances prior to plot-
ting, but not from the RTT distributions per source,
destination, and tool. Measurements were done from
5 different Google Cloud VMs.
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different load-balancing protocols or intelligently treat ICMP
echo request packets independent of their fields. For example,
some routers may specifically note that for echo requests,
hashing does not need to be performed over the ICMP check-
sum; this would remove the benefit that tokyo-ping has
over the standard ping tool. An alternative explanation is
that the effect still exists, but it is either weaker than before
or only present on a small fraction of routers which we did
not investigate thoroughly.
There are several ways this work could be extended. In

particular, several of the hypotheses for the reason ping and
tokyo-ping showed no significant differences may be veri-
fied or refuted by testing UDP probes instead of ICMP probes.
Much of the previous work in this area either focused on
using UDP probes or did not unambiguously clarify which
type of probe was used. In this sense, it is possible that be-
havior with ICMP probes is slightly less well understood.
Additionally, due to time constraints, we were not able to
conduct as widespread tests as we would have liked; a more
thorough investigation may reveal more subtle difference.

An alternative method to test for per-flow load balancing
(and to test the effectiveness of tokyo-ping) would be to use

the time-to-live (TTL) field in a similar way to traceroute;
standard per-flow load balancing may cause the number of
hops on a path to vary, so sending ICMP echo requests with a
TTL field set at the “usual” number of hops will occasionally
cause packets to be dropped due to TTL expiration. This
method may be used to detect flow-based load balancing
and could be used in combination with several of the other
methods discussed here and elsewhere to better gauge the
performance of tokyo-ping over ping.
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