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ABSTRACT
Through scanning the entire IPv4 address space for TLS cer-
tificates, Heninger et. al [9] were able to find a significant
amount of RSA public keys that were produced with insuffi-
cient entropy, leading to a significant portion of hosts using
the same keys, and a smaller (but still significant) portion
of hosts using keys with a shared common factor with at
least one other host. The latter case is particularly egregious
because it allows for efficient factorization of both keys that
share the common factor. In this paper, we perform another
scan of the Internet to find what proportion of public RSA
keys are still vulnerable as outlined in [9]. As expected, we
see a changed Internet landscape from Heninger et. al’s origi-
nal 2012 publication; we find a much greater number of hosts
with an open TLS port, yet a much lower number of hosts
with vulnerable RSA keys.

1 INTRODUCTION
Encryption standards on the internet are backed by cryp-
tographic guarantees given certain assumptions about diffi-
culty of mathematical problems. However, builders of these
cryptographic protocols in real engineering systems can
weaken or completely undermine these guarantees with im-
proper implementation. These errors in implementation can
be particularly tricky to find because they may appear to
work correctly upon examining a single device, even though
the errors may cause cryptographic weaknesses at a larger
scale.
RSA public key encryption is a popular and widely used

method of encryption that suffers from such implementation
issues. In public key encryption, anybody with a public key
pk can encrypt a message, but only the server, who has the
secret key sk , can decrypt the message. RSA public key en-
cryption is based on the assumed difficulty of factoring large
numbers - roughly speaking, sk is a pair of large primes p
and q, and pk is their product. Given a single key, the secret
keys are difficult to factor; however, given two keys pk and
p ′k that share one of the prime factors p but have a different
second factor q and q′, there exist efficient algorithms for
finding the greatest common denominator between pk and
p ′k and thereby completely factoring both public keys.

This project uses a recently developed methodology to
scan the entire IPv4 address space in search of patterns in key

generation. In particular, we search for two vulnerabilities
in RSA public key generation. First, we search for repeated
keys across different hosts; while this does not allow us to
derive either party’s secret key, each host using a public key
has the corresponding secret key and can therefore initiate
handshakes as another host and/or decrypt traffic of all other
hosts using the corresponding public key. Second, we search
for public keys that share a factor with some other public key,
which allows us to completely factor both keys and derive
the secret keys of both hosts. We present methodology for
scanning the IPv4 address space and for efficiently computing
greatest common denominator across a list of RSA public
keys, and then discuss our results.

2 RELATEDWORK
Our work is primarily a reproduction work of Heninger et.
al.’s "Mining Your Ps and Qs: Detection of Widespread Weak
Keys in Network Device" [9]. In order to determine how
widespread the problem of low-entropy keys is on the wide
Internet, the authors perform the largest scan of TLS and
SSH servers at that time, scanning the entire IPv4 space to
obtain 5.8 million unique TLS certificates and 6.2 million
unique SSH host keys. With the RSA public keys found in
the TLS certificates, they run an algorithm that computes
the pairwise GCD over all moduli in quasi-linear time to
find any that share a common factor. They found that 5.57%
of TLS hosts use the same public key as another host in a
vulnerable way, and 0.5% of hosts use factorable public keys.
They searched for potential causes of their results, and found
that amajority of the hosts using repeated public keys use the
manufacturer default keys and haven’t changed them. They
found that most of the vulnerable devices were headless or
embedded devices, which may not have access to sufficient
entropy compared to user PCs. While there were likely many
faulty implementations of random number generators that
led to the vulnerable keys above, they found that one root
cause is that Linux generates keys so early in the initial boot
that there is almost no entropy in the system, making the
conditions that generate the keys almost deterministic. The
authors notified several responsible parties for the vulnerable
devices, and conclude that proper randomness is essential
for cryptographic security. Our project reproduces part of
the TLS Scan in Table 2, specifically the number of hosts
with repeated or factorable keys.
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Other prior works are related to [9]. They cite a similar
2010 study [7], which also performs a scan of the entire IPv4
space and collects TLS certificates. The original paper uses
NMap [10], which is specialized for scanning multiple ports
on a single host, as well as a Twisted Python framework for
certificate retrieval. Since the publication of [9], ZMap [6]
was published as a tool for quickly scanning a single port
number of many hosts at 1Gb/s, and has been upgraded to
Zipper ZMap [2] for quicker scanning at 10Gb/s. ZMap scans
multiple hosts quickly by performing a highly parallelized
TCP SYN scan over the entire IPv4 address space. Addition-
ally, Durumeric has released ZGrab as an open source soft-
ware, which is able to perform TLS handshakes and record
the transcript.
Since the original work by Heninger et. al. in 2012, Hast-

ings, Fried, and Heninger published a follow up study investi-
gating how many of the weak keys were fixed between 2012
and 2016 and how companies responded to reports of weak
keys [8]. While a significant number of devices have since
been patched, surprisingly, a large number of companies do
not promptly act on this security concern, and they show a
large number of weak keys remain in the wild, even years
after reporting the vulnerabilities to the companies. Notably,
major decreases in the number of vulnerable devices were
noted to occur immediately following the Heartbleed disclo-
sure [5] as well as a patch to the Linux kernel to update the
random number generator, both in 2014.
ZMap has inspired a series of other works that explore

other uses of internet scanning. In one study, Durumeric et.
al. explore the internet scanning landscape [4]. In another,
Adrian et. al. investigate howmany hosts accept weak, export
grade Diffie-Hellman keys and can be easily exploited [1].
Finally, Mirian et. al. use internet scanning to analyze how
many Industrial Control Services are easily accessible from
the internet [11].

3 EXPERIMENT
While the original paper used Nmap to perform the SYN scan
and Twisted Python to fetch the certificates, we used ZMap
and ZGrab to perform the SYN scan and certificate fetch-
ing, respectively. The use of these tools was recommended
by Zakir Durumeric, the second author of [9], and the cre-
ator of ZMap/ZGrab. All experiments were conducted in a
Google Cloud Compute Engine instance in us-west1-b with
8 vCPU’s.
First, we wanted to determine how different scan rates

for ZMap affected our hit rate on our cloud virtual machine
and network. For each tested scan rate, we scanned 1% of
the IPv4 address space and did 3 trials compared to the 10
trials done in [6]. After this experiment, we determined that
a scan rate of 20,000 packets per second was the highest rate

Figure 1: Our Hit Rate vs Scan Rate. We find that the
optimum value for scanning is around 20k packets

per second.

we could achieve without decreasing the hit rate in our GCE
instance.

Next, we used ZMap to do a TCP SYN scan on port 443 for
the entire IPv4 address space using our determined optimum
rate of 20,000 packets per second, which took two days. We
saved the list of IP addresses that responded to the SYN
scan, and used them as input to ZGrab. ZGrab attempted to
perform a TLS handshake with every IP address in the list,
and saved the transcript of the handshake in an output file.
It took 2 hours to run ZMap over all the live hosts.

Finally, we wrote several Python scripts to parse the hand-
shake transcripts for information such as the signature al-
gorithm, public key type, and TLS version. For all leaf cer-
tificates and chain certificates that contained an RSA public
key, we parsed out the modulus to an output file. We then
ran the all-pairs GCD algorithm on the moduli to obtain
the factorable moduli, which we then used to determine the
vulnerable IP addresses.

Naively, we could attempt to compute the GCD between
all pairs of RSA moduli that we received from successful
handshakes, but the runtime scales in O(n2) with the num-
ber of RSA public keys we receive. Instead, we employ a
quasi-linear runtime for computing all shared primes be-
tweenmoduli within the group. At a high level, the algorithm
builds a product tree of all moduli, then uses that product
to build a remainder tree of all moduli square. This GCD
algorithm was not the focus of this paper, so we omit fur-
ther discussion; interested readers can find out more at the
previous papers investigating weak keys [8, 9] as well as the
original inspiration from which the method was adopted [3].

4 RESULTS
The results of our scan rate experiment can be found in Figure
1, and the corresponding results of the same experiment in
[6] can be found in Figure 2. We found that the maximum
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SSL Observatory
(12/2010)

NMap TLS Scan
(10/2011)

ZMap TLS Scan
(5/2013)

ZMap TLS Scan
(Ours, 5/2019)

Hosts with Open
Port 443

16,200,000 28,923,800 34,500,000 51,351,515

Completed Proto-
col Handshakes

7,704,837 12,828,613 22,800,000 36,296,434

Distinct RSA Pub-
lic Keys

3,933,366 5,656,519 - 13,043,106

Distinct TLS Cer-
tificates

4,021,766 5,847,957 8,600,000 -

Trusted by Major
Browsers

1,455,391 1,956,267 3,270,000 -

Hosts using Vul-
nerable Keys

- 64,081 - 14,066

Table 1: Comparison of the outputs of the SSL Observatory Scan in Dec 2010, NMap TLS Scan in Oct 2011, ZMap
TLS Scan in May 2013, and our TLS Scan

Figure 2: Original Hit Rate vs Scan Rate Figure in [6]

obtainable hit rate, 1.41%, occurs at scan rates below 10000
packets per second, and the hit rate drops drastically after
a scan rate of 25000 packets per second. The ZMap paper
had a hit rate of around 1% for all scan rates, which supports
their claim that ZMap operates at the available link capacity.
Note that our maximum hit rate is higher because more hosts
now respond on port 443. From Figure 1, we find that the
optimum value of scanning with our network and hardware
was around 20000 packets per second.

While the low scan rate is a limitation, we were still able to
perform a SYN scan over the entire IPv4 address space. In our
ZMap TCP SYN scan on port 443 of the entire IPv4 address
space, we found 51,351,515 open TLS ports, compared to the
28,923,800 obtained by [9] in 2012 and 34,500,000 found by
[6] in 2013. With ZGrab, we completed TLS handshakes with
36,296,434 of the hosts, from which we parsed out 13,043,106
distinct RSA public keys, including those obtained from chain
certificates so that we could have as many distinct moduli as
possible for the GCD algorithm. We were able to factor 5891
moduli, which were used by 14,066 hosts. A comparison of
the number of open TLS ports we found to other papers is
shown in Table 1.
We obtained several other interesting results from our

transcript parses. The most popular certificate organizations
are DigiCert Inc. (8 million), Let’s Encrypt (3.2 million), and
COMODO CA Limited (2 million). Around 30 million hosts
used TLSv1.2, and 5 million used TLVv1.0. SHA256-RSA (25
million), SHA1-RSA (6 million), and ECDSA-SHA256 (1.2
million) are the most common signature algorithms. Most
RSA moduli are of length 2048, with a significant number
that are 1024. The most common exponent is 65537. The
most common ECDSA curves used are P-384 (84%) and P-256
(16%).

5 DISCUSSION
Our first result was the discrepancy between achievable hit
rate vs scan rate. Comparison of Figure 1 and Figure 2 shows
clearly that we were not able to achieve similar scan rates;
in fact, our maximum achievable scan rate was about two
orders of magnitude less than the maximum achieved scan
rate in [6]. Upon further qualitative investigation, we find

3



SIGCOMM’18, August 21-23, 2018, Budapest, Hungary Andrew Guan and William Zeng

that the maximum receive rate of our virtual machine is
around 500 packets per second, and the maximum send rate
is around 300k packets per second. The rough absolute max-
imum receive rate explains the drastic drop in hit rate as we
increase the scan rate. Further, because we find that the max-
imum send rate is 300k packets per second, we omit testing
larger scan rates that were tested in [6]. Upon conferring
with Zakir, we attributed these differences to differences in
the network; their server is on a university network they
own and is able to support high levels of packet send and
receive rates, while the Google Cloud virtual network may
not be able to. He also informed us that in addition to not be-
ing able to support high packets per second, cloud providers
like Google Cloud usually have terms of service that prevent
scanning. We neglected to check this prior to our scanning,
but our choices of hardware and network were limited due
to the scope of the project.

The second notable discrepancy was in the large difference
in Hosts with Open Ports, number of Completed Handshakes,
and number of distinct RSA Public Keys. These differences
are not necessarily due to any difference in methodology,
but rather due to a changing internet landscape. Since 2013,
HTTPS adoption by many metrics and authors have con-
tinued to grow. Further, with the huge economic growth in
other parts of the world, it is likely that the number of avail-
able servers has continued to grow as well. Therefore, we
conclude that the increased number of hosts with an open
port 443 is as expected. Along with the increased number
of hosts, we find an increase of a similar proportion of the
number of completed TLS handshakes. While the number of
distinct RSA public keys has grown, it has not proportion-
ally grown the same amount as the number of hosts with
open ports or the number of copmleted TLS handshakes; the
Heninger et. al. scan found around 2.268 completed hand-
shakes per distinct RSA public key, while we found around
2.783 completed handshakes per distinct RSA public key.
This discrepancy can be partially explained by the increase
in usage of ECDSA public keys - we found 1,468,710 distinct
ECDSA public keys. Taking these numbers into account, we
find around 2.5 completed handshakes per RSA/ECDSA pub-
lic key, which is closer to the numbers found by Heninger et.
al.

Third, while we still find a significant number of hosts us-
ing vulnerable RSA public keys, the proportion of vulnerable
keys to total public keys has drastically decreased. This is
almost certainly due to changes in the network landscape
and in some part due to the efforts of previous similar work
in notifying manufacturers of this vulnerability [8, 9]. Al-
though we did not explicitly investigate this in our report,
previous work has shown that vulnerable keys do not appear
at random within network devices, but are instead gener-
ally clustered by device model and and manufacturers. We

note previous arguments made by [8, 9] that the economic
incentives for fixing this vulnerability are not aligned; even
though a manufacturer is notified of vulnerabilities in their
devices, they have limited economic incentive to act and fix
the vulnerability, since it is the end consumer who owns and
operates the vulnerable device. This misalignment in incen-
tive may explain why there remains a significant number of
vulnerable devices, seven years after their origina disclosure
in [9].

Finally, we note the importance of the introduction of TLS
1.3 to our work. In TLS 1.3, the usage of RSA key exchange
is deprecated in favor of Diffie-Hellman key exchange. Unre-
lated to the vulnerability investigated in this project, Diffie-
Hellman promises future secrecy, which is the property that
future compromise of the symmetric key used in encryption
does not compromise the encryption of the current session.
Diffie-Hellman key exchange is based on the difficulty of the
discrete log problem instead of factorization, and is there-
fore also not vulnerable to the factorization vulnerability
investigated in this paper. While TLS 1.3 does not yet have
widespread adoption, the increased adoption of TLS 1.3 in
the future will diminish the feasability of exploiting this
vulnerability.

6 CONCLUSION AND FUTUREWORK
In summary, there are three steps performed in [9]: a SYN
scan to determine IP addresses with open TLS ports, a cer-
tificate fetcher to get TLS certificates for the obtained IP
addresses, and an all-pairs GCD algorithm to obtain shared
factors of the RSA public keys in the certificates. We repro-
duced their methodology, and were able to factor the RSA
public keys of 14,066 hosts. From this factorization, we are
able to passively decrypt all their HTTPS traffic as well as
impersonate them. This is primarily a vulnerability for RSA
key exchange in TLS, as it allows someone with the RSA
private key to obtain the session key for any traffic from
that host they passively eavesdropped on, as there’s no for-
ward secrecy. If ephemeral Diffie-Hellman key exchange is
used instead, the session key cannot be obtained from the
transcript, but since the public key in the certificate can be
factored, it’s possible to perform a man-in-the-middle attack
and impersonate the certificate holder.

Luckily, the total number of vulnerable hosts has decreased
since the publishing of the original paper. We believe that the
publishing of several security vulnerabilities and the patch
of the Linux boot-time entropy hole led to patching by the
device vendors and the decrease of vulnerable hosts.

For future work, we would like to reproduce these results
over SSH (port 22), as done in [9]. SSH vulnerabilities may
lead to more dangerous exploits than TLS vulnerabilities,
as it could potentially allow an attacker to mount an active
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attack by accessing a system through the internet rather than
passively listening to decryptedmessages.Wewould also like
to investigate the vulnerable hosts further and determine the
manufacturer of the devices, and check whether they were
one of the original vendors in [9] and how they responded
in [8].
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